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Abstract

“What [has] Athens to do with Jerusalem? What concord is there between the Academy
and the Church? what between heretics and Christians?”1

Tertullian’s words were perhaps more prophetic than he would have supposed. “Religious”
has become a synonym, in the modern age, for “unscientific.” The best way to rebut this
claim is not definitionally but effectually: by showing that religion has axiomatic merit. In
this paper, I seek to demonstrate the applicability of methodologies originating in religion
toward motivating solutions to major open problems in the subfield of philosophy known as
decision theory.

I first provide a brief summary of the significant developments of decision theory in the
twentieth century and describe the decision problems whose solutions will be motivated in
the paper. I then furnish a literature review on the tenets of the religions to be discussed:
two mainstream lines of Western Christianity (Catholicism and Calvinism) and one line of
the Eastern tradition (Tibetan Buddhism). This section includes ruminations on similarities
between popular thought within the religions and popular thought within academic decision
theory.

The results of the paper are concerned with applying the theological methodologies
described therein to various decision problems, most of them Newcomblike. I first describe
a set of logical relationships pioneered by Calvin that allows one to render more effective
causal diagrams in some decision problems. I then describe decision-making under infinite
parameters through concepts familiar to the Catholic toolbox. Finally, I approach problems
within the metatheory of decision-making by applying a Buddhist understanding of motivation.
The end of the paper provides a conclusion in which I describe more broadly the unification
of “Athens” and “Jerusalem,” so to speak, that I intend to facilitate through discussions like
these.

I do not claim to have irrevocably “solved” Newcomb-type problems or the other decision-
theoretic problems that I approach herein. While I do think there are some cases in the
paper in which religious reasoning provides a decisive answer to a decision problem, my larger
goal is to illustrate how theological methodologies can be useful in the understanding of
counterintuition and paradox within modern philosophical decision theory.

1Tertullian n.d.



Chapter 1

Introduction

1.1 A Brief History of Philosophical Decision Theory

1.1.1 Decision-Making

Decision theory is the formal philosophy surrounding decision-making. It consists of

the algorithms, principles, and theorems that have been established regarding the ways in

which rational individuals should choose from among a menu of possible objects, actions, or

states of the world. For instance, consider an agent choosing options from among a choice

set C = {C1, C2, C3}. The symbols “�” and “%” indicate preference relations: some basis

on which an agent chooses from a menu of options. We say C1 % C2 if the agent “weakly”

prefers C1 to C2; that is, the agent “likes” C1 at least as much as he “likes” C2. Similarly,

C1 � C2 means that the agent strictly prefers C1 to C2.

In decision-making, we expect an agent to adhere to some notion of “rationality,” which

essentially means that his choices ought to be internally consistent. Rational agents are

thought to make decisions on the basis of “expected utility”: given a situation in which a

decision-maker has any uncertainty, he should choose the option he rationally expects to

yield the greatest value. The expected utility basis of decision making is the bedrock of the
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field. Furthermore, the definitions given above have clear corollaries, and reasonable axioms

can be applied to the decision-making behavior of a rational agent. For example, if C1 � C2,

then there does not exist any subset of C containing both C1 and C2 from which the agent

will choose C2. Similarly, the “Weak Axiom of Revealed Preference” (WARP) states that

if A % B in some subset of C containing both A and B, then there exists no other subset

of C in which B � A.1 The Independence Principle states that scaling of probabilities by a

constant will not reverse preferences.2

These axia may be considered obvious, but a frequent difficulty in decision theory is the

fact that agents thought to be rational flout them. For instance, the famous Allais paradox

asks decision-makers to choose between lotteries A and B, and then lotteries C and D. Lottery

A yields $0 with .01 probability, $2500 with .33 probability, and $2400 with .66 probability;

Lottery B yields $2400 with probability 1. Lottery C yields $0 with .67 probability and $2500

with .33 probability. Lottery D yields $0 with .66 probability and $2400 with .34 probability.

Most people prefer B to A and C to D, even though C and D translate to a .34 probability

of playing lotteries A and B, respectively.3 Another classic counterexample to an axiom of

revealed preference theory is seen in the following:

An individual is in an (unusual) restaurant which serves only two dishes,
steak tartare and chicken. The individual loves steak tartare, but is
cautious about ordering it, because if it is not prepared well and fresh,
this dish can have unhealthy consequences. In addition, there seems to
be hardly any reason to expect that a restaurant that serves only steak
tartare and chicken would be a good place to eat steak tartare at. Thus,
she orders the chicken dish. But now consider the alternate scenario in
which the same (or some other restaurant unknown to her), the menu
consists of steak tartare, chicken and frog legs. The individual does not
fancy frog legs in general, but she is well aware that this dish is a delicacy
of French cuisine. She thus reasons that steak tartare should be good here,
and thus orders the steak tartare...This is one of the classic scenarios in

1Ok 2015
2Weirich and Zalta 2016
3Ibid
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which perfectly reasonable choice behavior leads to a violation of WARP.4

The agent described herein is clearly using expected utility theory: given her uncertainty

about the quality of the dishes provided by the restaurant, she is using information from the

choice set to make her decision. However, her reasoning belies the Weak Axiom of Revealed

Preference, considered universal. While the existence of formal decision-making mechanisms

known as “utility functions” is understood to be largely theoretical, the task of decision

theorists is to accurately describe people’s decisions; therefore, thought experiments like the

above, which demonstrate flaws in the Independence and WARP axia, abound.

1.1.2 Newcomblike Problems and the Causal/Evidential Split

In addition to the formal language used by behavioral economists to describe decision-

making, much literature provides a more intuitive understanding of the motivations behind

human decisions. Rather than providing a mathematical utility function, this philosophical

notion of decision-making relies on algorithms known as “decision theories,”5 which describe

the rational bases for decisions.

Causal decision theory (CDT) is the mainstream decision theory in academic thought.

Roughly speaking, CDT prescribes that when facing a decision problem, the agent should

maximize expected utility by taking the option thought to be in direct causal correspondence

with the greatest-value outcome. CDT is meant to dispense with reasoning fallacies such as

the following:

Suppose that a student is considering whether to study for an exam.
He reasons that if he will pass the exam, then studying is wasted effort.
Also, if he will not pass the exam, then studying is wasted effort. He
concludes that because whatever will happen, studying is wasted effort,
it is better not to study. This reasoning errs because studying raises the

4Ok 2015
5“Decision theory” is the field concerning the application of these methodologies; “a decision theory” or

“decision theories” are the methodologies themselves.
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probability of passing the exam. Deliberations should take account of an
act’s influence on the probability of its possible outcomes.6

Causal decision theory takes into account that the probability of a desirable state of the

world’s obtaining may be dependent on the action chosen. Therefore, the expected utility of

an action A is represented as a sum of the conditional probabilities of various outcomes when

A has been chosen, provided that A has the propensity to make a difference in the respective

likelihoods of the outcomes. If studying is action A, then A will raise the probability of the

student passing the exam, which is the desired state of the world; therefore, the conditional

probability of passing the exam given A is higher than the conditional probability of passing

given ¬A.

However, a critical difficulty exists within causal decision theory. This problem can be

explored by considering a reframing of the previous example, in which studying will not cause

the student to be more likely to pass the exam.

STUDYING:7 A student, S, is considering whether to study for a very important exam.

Each year, it is the case that most of the students who passed the exam studied beforehand,

whereas most of the students who failed did not study. However, S has good reason to suspect

that this correlation is not causal. In S’s view, the students who are better-liked by the

professor (P ) are those who are more motivated to study, and these same students tend to

pass the exam because P grades them less harshly. S does not know whether P likes him, but

there is only a week left of the course. If he is well-liked by P , not studying will not change

that; if he is not well-liked, studying will not put him in P ’s good graces. S hates studying.

Should he study for the exam?

A causal decision theorist would say that S should not study. Seeing as studying will be

unpleasant for S and will have no observable effect on the outcome of the exam, expected

utility theory under CDT does not recommend studying. S’s line of thinking should be the

6Weirich and Zalta 2016
7We refer to thought experiments from here on in capital, stylized letters like THIS.

4



following: “I am either already in the state of the world where I am liked by P or in the state

of the world where I am not liked by him. Whichever state of the world I am in, studying

will not help me pass the exam; the conditional probability of passing given that I study

for the exam now is not higher than the conditional probability of passing given that I do

not study now.” Therefore, S will not study for the exam, just as CDT recommends—even

though, from our perspective, this information we learn about him when he chooses not to

study indicates that he is likely to fail the exam.

The Newcomb Problem

There is a similar problem known as the Newcomb Problem, after its inventor, physicist

William Newcomb. First described by Robert Nozick in the 1969 paper “Newcomb’s Problem

and Two Principles of Choice,” the thought experiment is the following.

NEWCOMB: You are informed that there are two boxes, A and B, in a room you are about

to enter. You have the option of taking just Box B, or leaving with both. Box A is transparent

and contains one thousand dollars. Box B is opaque, and you are informed that it contains

a million dollars or nothing. The algorithm for the determination of Box B’s contents is

dependent upon an entity called the Predictor. The Predictor is a superintelligent agent that

has predicted whether you will choose just Box B (in which case it has put a million dollars

inside) or both boxes (in which case it has left Box B empty). In every previous iteration of

this experiment, the Predictor has predicted correctly.

Nozick’s groundbreaking paper provides the intuitive explanations for both one-boxing

and two-boxing. In favor of two-boxing, he writes:

The being has already made his prediction, placed the [million dollars]
in the second box or not, and then left. This happened one week ago;
this happened one year ago. Box (B1) is transparent. You can see the
$1000 sitting there. The [million] is already either in the box (B2) or not
(though you cannot see which). Are you going to take only what is in
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(B2)? To emphasize further, from your side, you cannot see through (B2),
but from the other side it is transparent. I have been sitting on the other
side of (B2), looking in and seeing what is there. Either I have already
been looking at the [million dollars] for a week or I have already been
looking at an empty box for a week. If the money is already there, it
will stay there whatever you choose. It is not going to disappear. If it
is not already there, if I am looking at an empty box, it is not going to
suddenly appear if you choose only what is in the second box. Are you
going to take only what is in the second box, passing up the additional
$1000 which you can plainly see?8

This argument clearly references CDT precepts. One of the two worlds has already

obtained; given this information, it is evident that electing to one-box has no effect on the

likelihood of the desirable outcome. However, Nozick also provides another line of argument,

favoring the opposite conclusion.

If [you] take what is in both boxes, the being, almost certainly, will
have predicted this and will not have put the [million] in the second
box, and so [you] will, almost certainly, get only $1000. If [you] take
only what is in the second box, the being, almost certainly, will have
predicted this and will have put the [million] in the second box, and
so [you] will, almost certainly, get [the million]...You know that many
persons like yourself, philosophy teachers and students, etc., have gone
through this experiment. All those who took only what was in the second
box, including those who knew of the [CDT] argument but did not follow
it, ended up with [a million]. And you know that all the shrewdies, all
those who followed [CDT] and took what was in both boxes, ended up
with only $1000. You have no reason to believe that you are different,
vis-a-vis predictability, than they are. Furthermore, since you know that
I have all of the preceding information, you know that I would bet, giving
high odds, and be rational in doing so, that if you were to take both
boxes you would get only $1000. And if you were to irrevocably take
both boxes, and there were some delay in the results being announced,
would not it be rational for you to then bet with some third party, giving
high odds, that you will get only $1000 from the previous transaction?
Whereas if you were to take only what is in the second box, would not it
be rational for you to make a side bet with some third party that you will
get [a million] from the previous transaction? Knowing all this (though
no one is actually available to bet with) do you really want to take what

8Nozick 1969, 117.
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is in both boxes, acting against what you would rationally want to bet
on?9

Nozick provides these explanations to the reader in an effort to impart the reason for

his “thrashing about” between one-boxing and two-boxing. From his conversations with

academics and students, he adds, he has learned the following: “To almost everyone it is

perfectly clear and obvious what should be done. The difficulty is that these people seem to

divide almost evenly on the problem, with large numbers thinking that the opposing half is

just being silly.”10

The second line of thought described above, incompatible with the CDT view, constitutes

the response to the Newcomb Problem consilient with a decision theory known as evidential

decision theory (EDT). EDT rejects the CDT assumption that, causal correlation between

action and outcome absent, the conditional probability of the outcome given the action should

be disregarded. Instead, EDT agents adopt the notion that actions themselves can constitute

evidence for which outcome is most likely, and that the proper way to take this evidence into

account is within one’s conditional probabilities. In particular, an agent should not make

a decision he would be less likely to make if the desirable state of the world were the one

he were operating in, even if this action has no effect on the state of the world itself. An

individual should one-box because one-boxing provides strong evidence that he will gain

$1, 000, 000. More emphatically, one might state that it is rationally inconsistent to two-box,

given that one-boxing is what the agent would do if he were in the world where he wins a

million dollars.

Newcomblike Problems

A subfield of decision theory has sprung up around problems that are “Newcomblike” in

that they demonstrate the divide between causalist and evidentialist thinking. In response to

9Ibid, 116.
10Ibid, 117.
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claims by causal decision theorists that NEWCOMB requires backwards causality, more robust

approaches to the Newcomb idea have been developed. These more sophisticated Newcomblike

problems require no assumption that the Predictor’s choice is dependent upon the player’s

choice and instead describe a dependence between the two that is more consistent with

real-world events. Here, we will examine three: Kavka’s Toxin Puzzle, the famous Smoking

Lesion problem, and Parfit’s hitchhiker.

Gregory S. Kavka, a moral and political philosopher, penned the following puzzle in 1983

in order to describe a paradox emerging in the consideration of intent and deterrence. His

“Toxin puzzle” constitutes a helpful exegesis of the heart of the Newcomb problem. Here is

TOXIN, reproduced from Kavka’s paper:

You have just been approached by an eccentric billionaire who has offered
you the following deal. He places before you a vial of toxin that, if you
drink it, will make you painfully ill for a day, but will not threaten your
life or have any lasting effects. (Your spouse, a crack biochemist, confirms
the properties of the toxin.) The billionaire will pay you one million
dollars tomorrow morning if, at midnight tonight, you intend to drink
the toxin tomorrow afternoon. He emphasizes that you need not drink
the toxin to receive the money; in fact, the money will already be in your
bank account hours before the time for drinking it arrives, if you succeed.
(This is confirmed by your daughter, a lawyer, after she examines the
legal and financial documents that the billionaire has signed.) All you
have to do is sign the agreement and then intend at midnight tonight to
drink the stuff tomorrow afternoon. You are perfectly free to change your
mind after receiving the money and not drink the toxin. (The presence or
absence of the intention is to be determined by the latest “mind-reading”
brain scanner and computing device designed by the great Doctor X. As
a cognitive scientist, materialist, and faithful former student of Doctor X,
you have no doubt that the machine will correctly detect the presence or
absence of the relevant intention.)11

While at first, Kavka claims, you might feel “extremely lucky,”12 you will soon subside

into despair upon the realization that “it cannot really be necessary to drink the toxin to

11Kavka 1983, 34.
12Ibid, 33.
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pocket the money.”13 Yet Kavka invokes NEWCOMB in his analysis, and the same troubling fact

is true of the NEWCOMB gedanken—it cannot really be necessary to leave behind the thousand

dollars either! Somehow, NEWCOMB seems much less vexing; nonchalant one-boxers in Nozick’s

thought experiment are in for a tougher time in Kavka’s. By extending the horizon between

your action and the obtainment of the desired or undesired state of the world (receiving or

not receiving the million), making the negative cost of the “one-boxing” decision more salient

(violent illness), and outsourcing the Predictor’s omniscience to the simple ability to read

your intention, Kavka has come up with a situation similar in the relevant details to NEWCOMB,

but in which the two-boxing view (amenable to the non-toxin-drinking view) is much more

sympathetic.

The next thought experiment I will describe will similarly serve to discredit the line of

thinking that leads a decision-maker to one-box.

SMOKING LESION: In a parallel universe, smoking and lung cancer are not causally corre-

lated. Instead, the two are both effects of a common gene, which causes both the predisposition

to smoke and the development of lung cancer. Almost all people who smoke get lung cancer,

and almost all who do not smoke do not get lung cancer; however, the act of smoking itself does

not cause lung cancer to arise. A decision maker D believes that smoking will be enjoyable,

but would very much dislike getting lung cancer. Should he smoke?

The evidentialist answer seems to be no, and this result has been perceived in the literature

as a blow against the reliability of EDT. Under EDT, smoking is evidence that D is in the

world in which he will get lung cancer, whereas not smoking is good evidence that he is in the

world in which he will not get lung cancer. Causal decision theory returns the “correct” answer

in this gedanken: D should smoke, as whichever state of the world will obtain regarding his

lung health has already obtained, and there is no changing it.

However, SMOKING LESION is very unfair to evidential decision theory. The canonical

13Ibid, 35.
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rebuttal of LESION is something called the “tickle defense”: a decision-maker should be able

to tell whether he has an urge to smoke, and on this basis, rather than on the basis of his

actions, determine whether he has the gene.14 Once the decision-maker has introspected

regarding whether he feels “tickled” to smoke, he should be able to discern which world he is

in, and therefore his state of affairs is isomorphic to the CDT depiction: there is no reason

for him not to smoke.

Proponents of CDT have argued against the tickle defense, but many of these counter-

arguments proceed in a very self-undermining way. One rebuttal asserts that if you are an

evidential decision theorist, then you should be very concerned if someone other than you

smokes—say, your aunt.15 This counterargument is toothless; as EDT is a decision theory,

the impulses and intuitions it provides are not worth considering in establishing its efficacy.

Even if this claim did constitute a valid use of EDT, it is not at all vexing to learn that EDT

tells you to be alarmed that someone has started smoking. In line with Nozick’s defense of

one-boxing excerpted above, if your aunt started to smoke, it would be rational for you to

bet at high odds that she would develop lung cancer. The steelman of the “aunt” problem

for the tickle defense can be charitably interpreted as follows: “Suppose you must decide on

behalf of your aunt whether she should smoke or not. You have no access to her interiority;

should she smoke?” Dufner and Schmidtz, however, demonstrate that once the rebuttal is

reformulated into an actual decision problem, the precise fact that you are not the agent

whose smoking is in question destroys its value. The obvious answer returned by EDT is

that you should decide in favor of your aunt’s smoking, reasoning: “My deciding she should

smoke is no reason for me to think she has the gene for early death.”16

As robust as this response is, the tickle defense itself does not exonerate EDT completely.

14Dufner and Schmidtz 1988
15Sometimes, this is taken as implying that you should not, yourself, smoke, but there is no reason under

EDT for such a claim to follow.
16Ibid, 385.
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There exist plenty of slight modifications to SMOKING LESION under which an evidentialist

has no grounds to invoke the tickle defense. For a contrived example, imagine that those

with the gene for lung cancer are more likely to use evidentialist decision theory! (Nozick

describes a similarly reflexive case in his original paper.)

Of course, analogously ludicrous contrivances exist to checkmate causal decision theory

as well. But they are less obvious. One such gedanken is the MURDER LESION, in which

an individual considering shooting an enemy knows that most shooters have a genetic

predisposition both to murder and to having bad aim when shooting guns.17 In this case,

academics agree that the rational decision is not to shoot; EDT returns the correct choice,

whereas CDT fails. However, cases such as MURDER LESION are less familiar within the field.

Some might argue that MURDER LESION is less intuitive than SMOKING LESION, and therefore

ought not count against CDT, but this criticism is absurd. The science-fictional facts of the

two experiments are roughly the same, and while it is difficult due to the addictive nature of

smoking to imagine an individual rationally considering taking it up without predispositions

either way, it is easy, due to the abundance of premeditated murder depictions in popular

media, to imagine a hypothetical decision-maker contemplating killing.

A better claim against the SMOKING LESION was introduced by Ellery Eells. Imagine that

you are the decision-maker considering whether to smoke. If you live with other evidential

decision theorists, then all of them have similarly faced this decision. Noting that EDT tells

you that you should not smoke, none of your neighbors smoke. But this fact contradicts the

parameters of the original gedanken. If nobody in your community smokes, then there does

not exist any independently observable link between smoking and cancer. Therefore, the

premises of the problem require you to assume that you are living in a community of people

all of whom use a different decision methodology than you. This result, in turn, requires you

to assume that at the time of your decision step, you are already in a tiny minority of people

17Egan 2007
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who use the same decision procedure.18 Given the blatant absurdity of such a premise and its

flagrant unfairness to the decision-maker, the fact that EDT prescribes the wrong conclusion

is not nearly as worrisome as was previously thought.

Though EDT (and the affiliated one-boxing position) has sustained some injury in the

presentation of the previous two Newcomblike cases, I will reaffirm it against academic

criticism of its use in the final gedanken we will consider in this section. Below is Derek

Parfit’s HITCHHIKER, from his book Reasons and Persons :

Suppose that I am driving at midnight through some desert. My car
breaks down. You are a stranger and the only other driver near. I
manage to stop you, and I offer you a great reward if you rescue me. I
cannot reward you now, but I promise to do so when we reach my home.
Suppose next that I am transparent, unable to deceive others. I cannot
lie convincingly. Either a blush, or my tone of voice, always gives me
away. Suppose, finally, that I am never self-denying. If you drive me to
my home, it would be worse for me if I gave you the promised reward.
Since I know that I never do what will be worse for me, I know that I
shall break my promise. Given my inability to lie convincingly, you know
this too. You do not believe my promise, and therefore leave me stranded
in the desert.19

Because the rescuer is only willing to save the hitchhiker if he is certain that the hitchhiker

will reward him, this problem is very similar to NEWCOMB, and paying the driver can be thought

of as analogous to “one-boxing.” However, some decision theorists, such as autodidact Eliezer

Yudkowsky, argue against this notion. Here, Yudkowsky claims that CDT and EDT act

identically in HITCHHIKER, and in particular, that EDT agents do not pay:

The CDT agent says no. Given that she has safely arrived in the city, she
sees nothing further to gain by paying the driver. The EDT agent agrees:
on the assumption that she is already in the city, it would be bad news
for her to learn that she was out $1,000. Assuming that the CDT and
EDT agents are smart enough to know what they would do upon arriving

18Eells 1982
19Parfit 1984, 7.
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in the city, this means that neither can honestly claim that they would
pay. The driver, detecting the lie, leaves them in the desert to die.20

Yudkowsky is correct that, given that I know I have safely arrived in the city, I have no

reason to pay the driver. Whichever world is to obtain has already obtained, and regardless of

which world that is, it is useless for me to pay now. Therefore, neither causal nor evidential

decision theorists can see any justification for paying the driver provided that they know they

have already reached the city.

This claim that EDT would not pay the driver lies entirely in the timing of the decision

step. To an evidential decision theorist, hearing in advance that someone has paid is excellent

(perhaps incontrovertible) evidence that he made it home. The central assumption made by

Yudkowsky is that if the EDT agent is already operating in the state of the world in which

he is home, then he needs no further evidence of that fact. Thus, the EDT output seems to

be dependent on whether the individual accounts for his location in the city at the time of

his decision procedure. To Yudkowsky, it is obvious that the EDT agent would do so, given

that this is extra information that the agent has at hand, and given that this inclusion will

save him the reward money.

My reason for disputing this notion lies in a curious fact: for this knowledge regarding

one’s state of the world to be present seems to indicate that EDT ought to fail NEWCOMB.

A modified version of NEWCOMB known as TRANSPARENT NEWCOMB is identical to the original

version except for the stipulation that both boxes are transparent. TRANSPARENT NEWCOMB is

considered isomorphic to HITCHHIKER; Yudkowsky claims EDT fails both. However, there is

a head-scratching detail here, forcing us to question the relationship between HITCHHIKER

and NEWCOMB. To this end, recall that it is never specified in NEWCOMB that you lack the ability

to open Box B, and see what is inside, before leaving with it.

Therefore, if we accept that an intention-reader is an accurate predictor, there is no

20Yudkowsky and Soares 2017, 8.
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reason to believe NEWCOMB is at all different from TOXIN, in which you absolutely have the

opportunity to choose to examine your bank account—or not—to see if the money has been

deposited before drinking the toxin. Once you have checked your bank account, the argument

goes, you need no further evidence for which world you are in, and therefore it is not advisable

under EDT to drink the toxin. But this argument suggests that NEWCOMB is unbeatable in

much the same way TOXIN is suggested to be. Is NEWCOMB beatable, and by extension TOXIN

too, only if a decision-maker can commit to not looking in Box B or in the bank account

until after the decision has been made? No: it is conceivable that a decision-maker will look

in Box B, find it full, and then walk away with it. Given that the decision-maker is the kind

of person who one-boxes, it seems admissible to claim that he will one-box regardless of the

information that he has. It remains only to show that this is possible, and indeed encouraged,

under EDT.

NEWCOMB is not unbeatable—indeed, TRANSPARENT NEWCOMB is not either—with evidential

decision theory under uncertainty. It is impossible for a decision-maker to have complete

certainty of the state of the world. Even when looking at the money in Box B in TRANSPARENT

NEWCOMB, I ought to assign at least some tiny probability to the notion that I am deceived.

Therefore, given the causal association between taking only Box B and winning a million

dollars, taking only Box B may still provide evidence that I am in the desired world. Very

similar claims can be made for TOXIN and HITCHHIKER. The remaining question, up to

formalization, is what prior probabilities would make it expedient under EDT to proceed

with one-boxing given the transparency of Box B. But this question thoroughly outsources

the reason for succeeding or failing in the thought experiments from the machinery of EDT

to the axia invoked and phenomenal data witnessed by the decision-maker, and these factors

are orthogonal to his use of EDT as a decision-making procedure.

The conclusion here, I think, is that as neither NEWCOMB nor TOXIN is unbeatable, neither

is HITCHHIKER under EDT. This argument seems to imply the following unpleasant corollaries,
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which will be dispensed with:

1. that LESION cannot be beaten even if an agent has good information about whether he

has the gene, and

2. that having the option to view new information is identical to being forced to view new

information.

I believe these qualifiers are fallacious. First, we will steelman (1). An agent believes

that he has the gene for lung cancer, but he is not certain he is correct; therefore, he does

not smoke, because this action corresponds to a lower likelihood that he has the gene. This

behavior seems deeply irrational: the decision-maker is committing himself to the worst-case

outcome. Nonetheless, there are several reasons this claim fails. First, as stated above, the

EDT choice in situations where all information is present are dependent upon priors about

the reliability of this information. This approach admits variability in a decision-maker’s

certainty; given Bayes’ theorem, the agent may choose differently if he has a 75% likelihood

of having the gene than if he has a 99.9% likelihood. Second, certainty is a salient factor

in decision making, and a decision-maker will do more to be certain of a positive outcome

that he will to be uncertain of a negative one; therefore, a perfectly rational EDT agent may

smoke when he has good evidence that he has the gene, and not smoke when he has good

evidence that he does not have it. Finally, we have already seen that LESION is an unfair

thought experiment for unrelated reasons. This counterargument, by virtue of invoking a

discounted gedanken, loses much of its weight.

The counterargument (2) is also incorrect. My reasoning for claiming that NEWCOMB is

beatable does not depend upon the choice of whether to update one’s priors by seeking

new information regarding the state of the world, but the choice of how to update one’s

priors once this information has already been ascertained. An EDT agent in NEWCOMB who

chooses whether or not to look in the box may absolutely have different probabilities than
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one in TRANSPARENT NEWCOMB, but one-boxing can still correspond to higher probabilities

for both. An agent who looks in the box will, I trust, have a higher prior that he is in the

world in which Box B is filled than will an agent who does not check. But provided that any

uncertainty remains, the agent who peeks may still stand to see this probability raised if he

elects to one-box, depending on what probability of Box B’s being filled he associates with

his one-boxing.

The preceding provides some justification for my claim that EDT can beat HITCHHIKER,

upon which I will elaborate here. Assume that after my stay in the desert, I am exhausted

and fatigued to the point that I cannot be certain my surroundings are as they appear.

Paying my driver corresponds to a higher probability that I have, in fact, reached home, as

all the individuals who pay do in fact get home, and almost none of those who do not pay

get home. Therefore, after I have arrived, I should pay my driver if I am an EDT agent, as

this provides further evidence that I am home.

There are two rebuttals to address. First, an opponent may claim, “If you are accounting

in your prior probability for the possibility that you are hallucinating, you should believe

that the ATM withdrawal is also imaginary!” This reply is laughable. If I am hallucinating

my ATM withdrawal, then I am not losing any money, and therefore it certainly cannot

hurt. The slightly more difficult objection is the following: “You have just heard that Ted

got home. Given that hearing that he has paid is bad news because it means that he has

lost money, should you prescribe that he pay if you have the opportunity to do so?” This

reasoning contains two potential fallacies. First, the separation between my learning of Ted’s

arriving home and my learning that Ted has paid is arguably unfair. (Why would there be a

significant enough time gap between Ted’s arriving in the city and Ted’s visiting an ATM for

me to have heard of the one but not the other? How long should we expect a rational driver

to sit around waiting for payment?) More importantly, it is true that I would have Ted refuse

to pay, but my reasons do not undercut EDT. To echo Dufner and Schmidtz’s defense, my
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deciding that Ted should not pay his driver is not associated in any way with the driver’s

discernment that Ted would not decide to pay. (This lack of dependence is not true of Ted

himself: Ted’s refusing to pay is associated with a lower probability that the driver believes

he will pay.) Additionally, my refusing to pay is based upon my prior probability that Ted

got home safely. If Ted is delirious from his time in the desert, my prior may very well be

higher than his own. Therefore, it is certainly consistent for me to state that based on the

evidence I have that Ted got home safely, I should prescribe that he not pay, whereas Ted,

acting in his own interest, may not do the same, for the simple reason that his probabilities

are different.

Now that we have seen the methodologies of causal and evidential decision theory, we

will observe their applications in a religious setting.

1.2 Theological Groundwork

Action in a God-Oriented Universe

If we consider “God” to constitute a benevolent, omnipotent, supernatural power who

identifies and promotes moral standards of behavior, it is clear that rational behavior looks

different for an agent living in a world in which God exists than for an agent living under a

materialist metaphysics. Most obviously, an agent living in the prior world has good reason

to behave morally, whether out of fear of punishment for immoral behavior or out of a

calibration of his own rationality to align with God’s moral imperatives.

However, this statement is very conservative in terms of its behavioral implications; to

simply evaluate one’s credence for the existence of God and act accordingly does not solve the

resultant decision problem of how to behave. For example, the well-known Pascal’s Wager

demonstrates how a decision strategy predicated only on God’s existence can seem utterly

counterintuitive.
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Pascal’s Wager

Pascal’s Wager, to which I will henceforth refer as PASCAL, constitutes the first recorded

use of formal decision theory. It draws a conclusion from the following setup. Assume that

God either does or does not exist with some probabilities p1, p2. In the world in which God

exists, belief is infinitely rewarded by Heaven; in the world in which God does not exist, belief

is a waste of time. Similarly, in the world in which God exists, disbelief causes perhaps loss,

and certainly no gain; in the world in which God does not exist, disbelief causes perhaps

gain, and certainly no loss. We can create this diagram (Figure 1)21:

God exists God does not exist

I worship God

I ignore God

Infinite gain Finite loss

Finite gainInfinite loss

A cursory application of expected utility theory demonstrates that whatever prior prob-

abilities p1, p2 are assigned, “worship God” dominates. Pascal’s Wager has drawn much

criticism, but its widespread cultural influence demonstrates that it cannot be written off as

sleight of hand. Proponents exalt its simplicity and intuitive appeal. Detractors have pointed

out that the decision diagram fails to consider all possible worlds (what if a supernatural

power other than the Christian God exists and will punish worshippers of the Christian God?)

and that it does not account for the fact that God might treat authentic belief differently

from the inauthentic, self-serving “belief” to which a rational person might succumb after

considering PASCAL.

21Nicholl 1978
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The most frequent criticisms of Pascal’s Wager stem from a misunderstanding of the

argument as an attempted proof of God’s existence. This usage does not reflect Pascal’s

original intention: he sought merely to state the decision problem all humans must face

and to which they must respond in life. However, accounting for the limited manner in

which Pascal desired for his reasoning to be applied, and treating only of the implications

thereof, makes PASCAL even more worrisome. If the mere phrasing of the decision problem of

religious epistemology—let alone its resolution—has generated such controversy, answering

the question “Should I believe in God?” is doubtless an even more fraught philosophical

challenge!

It is therefore no surprise that the intellectual histories of many world religions consist

of treatises devoted to this very decision problem. Theologians have provided their own

arguments in favor of belief or of particular actions, and have itemized further sources of

information relevant to the question at hand. The major texts of the three religious traditions

that will here be analyzed—Calvinism, Roman Catholicism, and Tibetan Buddhism—can be

conceived of as methodologies for answering the belief question. Centrally, the theologians

whose considerations will be discussed here have enriched the parameters of the question

raised by Pascal: How do I know whether I am in a God-containing universe, and if I do

conclude that I am in one, how should I behave?

1.2.1 Calvinism

Calvin’s Way

John Calvin was born in 1509 to an ecclesiastical registrar in Picardy, France. Originally

intended for the priesthood, Calvin devoted his early years to language study under Mathurin

Cordier and to learning philosophy at the Collège de Montaigu. Calvin’s father Gerard

withdrew him from this program of study in the mid-1520s and enrolled him in legal studies
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at the University of Orléans instead, likely believing his son’s income would be greater if he

were a lawyer than if he were a priest.

In late 1529 or early 1530, Calvin experienced a profound religious revelation, writing in

a later preface, “God by a sudden conversion subdued and brought my mind to a teachable

frame.”22 In another autobiographical note, Calvin instead described this conversion as

gradual, arduous, and fomented by careful study rather than momentary realization. Calvin

scholar Bruce Gordon writes that these two descriptions of Calvin’s conversion are not

mutually contradictory, but rather indicative of two facets of Calvin’s spiritual development.23

Regardless of the nature of his religious motivation, Calvin’s efforts in his studies became

increasingly perfunctory, and he began privately supporting Reformation theologians. By 1532,

Calvin’s Protestant sympathies were at least somewhat transparent, as he was implicated in

the delivery of a “heretical” speech by his friend Nicolas Cop, rector at the College Royal.

Calvin fled Paris and, after staying briefly in his hometown, joined Cop in Basel, Switzerland.

From 1536 until his death in 1564, Calvin obsessively edited his magnum opus, Insti-

tutes of the Christian Religion, releasing several editions and making changes even on his

deathbed. The Institutes comprises a carefully organized treatise containing his interpretation

of Christian doctrine, and its inspiration stemmed from Calvin’s intensive theological studies

and exegetical work. During this period of study, however, Calvin faced mounting difficulty

finding a place to live, due to French hostilities toward those sympathetic to the reformers.

Eventually, Calvin settled permanently in Geneva, largely out of guilt (motivated by fellow

reformist theologian William Farel) regarding his previous inattention to reformist community

work.24

As Calvin became increasingly concerned with the everyday affairs of Protestant laymen,

his sensibilities changed. His fixation on private study gave way to an interest in encouraging

22Lee 2004, 108.
23Gordon 2011
24Ibid

20



others to grow in faith; this new desire manifested in the Institutes, which was intended not

only as a defense of Calvin’s and his contemporaries’ heterodox theological stances but also

as a layman’s introduction to Christian faith.

Calvin’s Institutes frames an incredibly complex religion, the tenets of which were

rendered much more rudimentary by its New England practitioners (to be discussed later).

In describing his methodology, Calvin writes, “The subject handled by the author of these

Christian Institutes is twofold: the former, the knowledge of God, which leads to a blessed

immortality; and the latter (which is subordinate to the former), the knowledge of ourselves”25.

He reiterates this binary emphasis in the introductory words of the first book of the Institutes :

The First Book treats of the knowledge of God the Creator. But as it is
in the creation of man that the divine perfections are best displayed, so
man also is made the subject of discourse. Thus the whole book divides
itself into two principal heads—the former relating to the knowledge of
God, and the latter to the knowledge of man. In the first chapter, these
are considered jointly; and in each of the following chapters, separately:
occasionally, however, intermingled with other matters which refer to
one or other of the heads; e.g., the discussions concerning Scripture and
images, falling under the former head, and the other three concerning
the creation of the world, the holy angels and devils, falling under the
latter.26

Calvin orients the reader throughout Book One by appealing to the relationship between

knowledge of God and knowledge of oneself or of humanity. While he does not explicitly

recognize this division as an organizational principle relevant to the remaining books of the

Institutes, it remains an omnipresent stratagem he deploys to develop theological understand-

ing. Thus, in treating of the divine, Calvin actually treats of two subjects simultaneously:

knowledge of God, and knowledge of Man.

At the inception of Book One, Calvin provides a rather simple explanation of this

methodology, which we will evaluate briefly and conclude is insufficient. Calvin writes:

25Calvin and Beveridge 1989, 24.
26Calvin and Beveridge 1989, 30.
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[N]o man can survey himself without forthwith turning his thoughts
towards the God in whom he lives and moves; because it is perfectly
obvious, that the endowments which we possess cannot possibly be from
ourselves; nay, that our very being is nothing else than subsistence in God
alone. In the second place, those blessings which unceasingly distil to us
from heaven, are like streams conducting us to the fountain. Here, again,
the infinitude of good which resides in God becomes more apparent from
our poverty. In particular, the miserable ruin into which the revolt of the
first man has plunged us, compels us to turn our eyes upwards; not only
that while hungry and famishing we may thence ask what we want, but
being aroused by fear may learn humility.27

Calvin has here claimed that the self-referential line of reasoning that emerges upon

considering one’s own situation directs one’s mind to the cause of one’s being—and thus

to God. He enumerates two explanations of why this transition occurs: the consideration

of causes for one’s existence, and the awareness that one is wretched and flawed. The first

manner is evident, in that one who embarks upon self-examinaton naturally begins an analytic

evaluation of his talents and weaknesses. Calvin describes this process as an individual’s

reflection upon “the endowments” he possesses. In tracing the qualities he has to their

starting point, Man realizes that God is the first cause of his being. This awareness further

compels an individual to recognize that he is a particular manifestation (himself) of a general

type of being (Man) created by God to fulfill a teleology. Therefore, each man is given a form

with virtues and defects both universal to the human species and specific to his experiences.

The end of this course of reasoning is the realization that one’s “very being is nothing else

than subsistence in God alone”: God’s benevolence constitutes the entire and exclusive reason

for Man’s ability to conduct this selfsame analysis.

Simultaneously, the awareness of his own wretchedness that the thinker has obtained

during this line of reasoning intensifies his quest to know God. In considering his own

existence, he becomes self-aware, and this mindfulness (cf. Descartes) induces him to pay

more attention to his senses. He then finds, with satisfaction, that he enjoys being alive. In

27Calvin and Beveridge 1989, 31.
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particular, he observes that the world contains “blessings which unceasingly distill to us from

heaven.” A meditation upon the source of these blessings guides the human mind toward

God “like streams conducting us to the fountain.”

Yet upon consideration of the virtues and flaws innate to him, the man is forced to confront

how markedly his defects outnumber his strengths. His compulsion toward self-improvement

motivates him to discover that he can compare himself to the absolute good, and that he

can begin to strive toward becoming better. Calvin describes this process: “the infinitude of

good which resides in God becomes more apparent from our poverty.” To Calvin, the longing

to serve God emerges from the impulse toward self-betterment, which, in turn, is inevitable

once Man is not “contented with his own endowments.”

Calvin next considers the opposite direction of the relationship between knowledge of self

and of God. He writes of the inherent arrogance of Man: “[W]e always seem to ourselves just,

and upright, and wise, and holy, until we are convinced, by clear evidence, of our injustice,

vileness, folly, and impurity.” Nonetheless, Calvin believes that mere self-contemplation

cannot sufficiently humble us. “Convinced, however, we are not,” he adds, “if we look to

ourselves only, and not to the Lord also.” Calvin claims that, God excluded, nothing is quite

as it appears. The human inclination to hypocrisy implies that “any empty semblance of

righteousness is quite enough to satisfy us instead of righteousness itself.” Since humans

are excessively concerned with optics and unable to peer beyond the phenomenal, we search

constantly for objects that seem in accordance with virtue, rather than pursuing the arduous

project of discerning which objects truly are. Resultantly, the only effective basis for self-

correction is the immutable Good.

The defense Calvin has here rendered of his organization of the book (that introspection

leads to meditation on the divine because the divine causes the personal, and meditation on

the divine leads to introspection because of Man’s arrogance) is very weak. This excerpt is a

reasonable explication of how considering one leads an individual to consider the other, but
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describing an epistemological process linking the two concepts fails to adequately explain why

it is necessary to treat of them in conjunction. Accepting that meditation upon the divine

leads to introspection does not imply that introspection is required for proper meditation

upon the divine. Thus, Calvin’s explanation of why the two should be considered together is

no explanation at all.

Calvin provides a more cryptic but ultimately more satisfactory explanation for his

organizational setup later in the text. This excerpt appears in the most famously difficult

(both philosophically and emotionally) passage in the Institutes. This hidden, opaque, and

apophatic explanation of why knowledges of the divine and of the human are related follows

from the epistemological state motivated by Calvin’s predestinationist beliefs.

I am aware it seems unaccountable to some how faith is attributed to
the reprobate, seeing that it is declared by Paul to be one of the fruits
of election; and yet the difficulty is easily solved: for though none are
enlightened into faith, and truly feel the efficacy of the Gospel, with
the exception of those who are fore-ordained to salvation, yet experience
shows that the reprobate are sometimes affected in a way so similar to
the elect, that even in their own judgment there is no difference between
them. Hence it is not strange, that by the Apostle a taste of heavenly
gifts, and by Christ himself a temporary faith, is ascribed to them. Not
that they truly perceive the power of spiritual grace and the sure light of
faith; but the Lord, the better to convict them, and leave them without
excuse, instills into their minds such a sense of his goodness as can be felt
without the Spirit of adoption. Should it be objected, that believers have
no stronger testimony to assure them of their adoption, I answer, that
though there is a great resemblance and affinity between the elect of God
and those who are impressed for a time with a fading faith, yet the elect
alone have that full assurance which is extolled by Paul, and by which
they are enabled to cry, Abba, Father. Therefore, as God regenerates the
elect only for ever by incorruptible seed, as the seed of life once sown in
their hearts never perishes, so he effectually seals in them the grace of his
adoption, that it may be sure and steadfast. But in this there is nothing
to prevent an inferior operation of the Spirit from taking its course in
the reprobate. Meanwhile, believers are taught to examine themselves
carefully and humbly, lest carnal security creep in and take the place of
assurance of faith...The reprobate believe God to be propitious to them,
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inasmuch as they accept the gift of reconciliation, though confusedly and
without due discernment; not that they are partakers of the same faith or
regeneration with the children of God; but because, under a covering of
hypocrisy, they seem to have a principle of faith in common with them.
Nor do I even deny that God illumines their minds to this extent, that
they recognize his grace; but that conviction he distinguishes from the
peculiar testimony which he gives to his elect in this respect, that the
reprobate never attain to the full result or to fruition. When he shows
himself propitious to them, it is not as if he had truly rescued them
from death, and taken them under his protection. He only gives them a
manifestation of his present mercy.28

This nearly incomprehensible passage, in which Calvin seems both to thoroughly condemn

and completely exculpate the reprobate, has spawned innumerable attempts at exegesis by

theologians and biographers. First, Calvin describes the seeming contradiction from which

he seeks to escape: genuine faith is compatible only with election, yet Calvin has argued

previously that some members of the reprobate make use of a quality that can be considered

“faith,” even if it is a weak facsimile of the faith possessed by the elect. “[T]he reprobate

are sometimes affected in a way so similar to the elect that even in their own judgment,”

he claims, “there is no difference between” the two experiences of “faith.” God places in

their minds “such a sense of his goodness as can be felt without the Spirit of adoption”; one

might compare this low-level comprehension of God to the generalized awareness of nature

perhaps experienced by a very intelligent nonhuman animal. There are two major difficulties

in this reading. The first is that God apparently provides this “temporary faith” in order to

have better justification to “convict” the reprobate for their lack thereof. The second is the

question of how to parse properly the phrase “even in their own judgment.” The antecedent

to “their” can be variously regarded as either “the reprobate” or “the elect,” and both of

these are epistemologically bizarre in the context of Calvinism unless we accept the necessity

of the organizational principle Calvin has provided.

The first claim delineated above—that a weak version of grace is provided only so that the

28Calvin and Beveridge 1989, 350.
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reprobate are more responsible for their lack of ability to recognize and seize upon it—seems

both to belie the very definition of grace as gratuitous and to imply that in the counterfactual

where a member of the reprobate seizes upon this imperfect faith and practices as intense a

piety as he can in his reprobate state, he is saved. (It is uncontroversial that Calvin would

disagree with that counterfactual claim.) But the second issue—the fact that “even in their

own judgment” the difference cannot be felt—is not so much a problem for Calvinism as it is

a motivation for Calvin to take up his binary apparatus of knowledge in the first place. Not

only can the elect and reprobate not discern in real time of which group they are members,

but they also cannot tell whether the grace provided them is real or synthetic, or whether

they are practicing faith appropriately. This ramification of Calvin’s theology, however, does

not lead him to despair but rather to epistemic conservatism. The fact that individuals

cannot know their placement or the accuracy of their reasoning is reflective of a general

Calvinist principle: the divine can be contemplated only through one’s particular, human

standpoint. If one is a member of the elect, that viewpoint provides insight into real faith

and is endowed with legitimate grace; if one is condemned, the viewpoint is instead only a

view to a bastardized depiction of faith and grace. One must know himself before knowing

God because the vantage point any human has into God is predicated upon himself and his

membership status in the elect. Not only one’s future placement in Heaven or Hell, but also

the reliability of his conclusions regarding God is linked to his current state.

With this understanding in mind, the Calvinist phrasing of the religious decision question

becomes clear: “How do I know whether I am saved?”

The American Way

Offshoot movements of Calvinism began to arise in Scotland and England within a few

years after Calvin’s death. The English Puritans constituted one such movement. They

shared with Calvin a strong belief in double predestination, a motivation toward covenant
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theology, and an accordance with many of Calvin’s ultimate tenets, including irresistible grace

and unconditional election. Most importantly, Puritans agreed with Calvin regarding the

understanding of the human vantage point toward God: the religious experience manifested

itself as the deeply personal experience of God’s Word. Puritan theology continued to develop,

however, gaining a richer notion of covenant theology and placing heavier emphasis on public

sermons and on the community life of the Church.

English settlers traveled to New England and the surrounding areas throughout the late

16th and 17th centuries. The first recorded English colony in America with intentions of

permanence was the colony at Roanoke, governed by members of the Church of England.

As tensions in England arose between Anglicans and Puritans, the Puritans separated into

two contingents: separatist and non-separatist. The non-separatist Puritans believed it was

still possible to lead a pious life in communion with the Church of England; the separatists,

in contrast, found the Anglican Church’s remaining Catholic sensibilties too alienating

and sought to create new churches. Both groups found the possibility of migrating to the

Americas attractive, but separatist Puritans were especially compelled to move, in the interest

of avoiding persecution in England. Non-separatist Puritans established several American

colonies, including the Massachusetts Bay Colony and the New Haven Colony. Separatist

Puritans are most remembered for the Pilgrims’ founding of the well-known Plymouth Colony

in 1620.

Much interest has been devoted in the academy to the historical analysis of Puritan

diaries, the contents of which have been deemed inextricable from the Calvinist theological

bent that motivated Puritans to write such diaries in the first place. The Puritans intended

for these diaries to render the incidents in their lives for later exegesis, so that they might be

left with an impartial resource from which to conclude that they were destined for salvation.

Writes Cynthia Wolff, “The Puritan’s diary [was] not to be a record of the events in his life...it

was, rather, to be a faithful, accurate mirror of himself. By and large, the diary lightened
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the Puritans’ impossible task of isolated examination.”29 Bruce Tucker of the University of

Cinncinnati concurs:

Puritans maintained journals in order to help them make sense of their
chaotic spiritual progress, to interpret their desperate struggles to survive
temptation and despair, and to order their spiritual exercises into a
coherent discipline.30

The diary of one New England Puritan, Joseph Sewall, clearly shows the spiritual angst

interwoven with Calvinist beliefs, and demonstrates the interesting algorithm Puritans sought

to use in the writing of these diaries as objects of later analysis. Writes Tucker:

On every page Sewall trembles with the urgency of a sinner continually
jolted from faith to fear and back again. A single day might overwhelm
him with evidence of his hopeless depravity yet also furnish signs that God
had not deemed him lost...The imperatives of Puritan theology structured
Sewall’s awareness of his inner life and supplied him with a mode of
understanding and observing his spiritual development. The diary cannot
be understood apart from Puritan theology, nor can Puritan theology
be separated from the daily experience of those who tried to follow its
precepts. In Sewall’s diary, prescriptive literature and the process of
self-observation merge into a narrative that dramatizes the interaction
between culture and personality.31

These “imperatives of Puritan theology” that furnished Sewall with “a mode of under-

standing and observing his spiritual development” reflect the canonical Puritan response to

the Calvinist decision question: the recording, study, and use of empirical data gleaned from

one’s daily life to evaluate one’s chances of being saved, conditioning upon the observation

of one’s own past demonstrated faith. The reason that, as Tucker states, Sewall’s diary

cannot be parsed without Puritan theology is that the diary exists as an outlet for the

real-time difficulties posed by Puritan theology. The solution found by Sewall and others—of

meticulously recording one’s performance to discern one’s following of God—provided some

epistemic solace, regardless of how all-consuming and emotionally taxing it became, in that

29Wolff 1968, 17.
30Tucker 1987, 4.
31Tucker 1987, 2.
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it created a manner of approaching the decision question at all.

Analysis of another diary, that of 1600s poet and reverend Michael Wigglesworth, is very

similar.

Raw with fear about the state of his soul, Wigglesworth grasped for signs
of God’s to find that nothing could permanently relieve him. On one
occasion, he had nearly persuaded himself that his beneficial influence on
some Harvard students signified that God had chosen him for election.
Only momentarily, however, could he indulge his satisfaction. “Ah foolish
wretch,” he chastised himself...“thou art so avers from savouring the
things of god...that thou cannot feed on the heavenly manna and be
satisfied.”32

The angst Tucker highlights in this passage is deadlocked against the competing strain

of euphoria that nonetheless shines through. “Nothing could permanently relieve” Wig-

glesworth, yet Tucker writes that he “nearly persuaded himself” of his election. Even if this

conclusion held sway over him “only momentarily,” he was able to “indulge his satisfaction.”

Wigglesworth both refers to himself as a “foolish wretch” and identifies himself as “feed[ing]

on the heavenly manna.” This frenzied bipolarity is observable in Sewall’s diary as well:

At the heart of Sewall’s dilemma were two states of mind, neither of
which could be apprehended as a fixed condition. He endured extremes
of anxiety and doubt, but always both positive and negative meanings
could be inferred.33

To doubt one’s election was a fraught concept in Puritanism, a “catch-22.” On one hand,

for a Puritan to attain perfect certainty that he was saved constituted hubris, a gross sin the

manifestation of which surely indicated he was not saved at all. Yet to doubt his salvation

signified a guilty conscience, another piece of evidence that he was not saved. Even so, the

problem was more complex; positive corollaries could be gleaned as well. In a simultaneous

analysis, a Puritan could also find positive meanings behind each doxastic attitude. To doubt

one’s salvation constituted humility; to feel secure among the elect indicated great faith in

32Tucker 1987, 6.
33Tucker 1987, 14.
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God’s goodness. The key was for the savvy Puritan to search for the positive interpretations

of the signals in the surrounding world and his own mind, rather than falling victim to

hyper-Calvinist despair. In parsing these pieces of data, he sought to find evidence that

he was the type of individual typically found among the elect. Writes Tucker, “Puritan

theology for Sewall was not a system of abstract formulations, but a method of observing

and interpreting the events of his life.”34 And so it was. Three hundred fifty years before

there existed a name for it, Joseph Sewall had derived evidentialist decision theory.

1.2.2 Roman Catholicism

Relationship to God

Despite the significant overlap in doctrine between mainline Protestantism and Roman

Catholicism, the two religions pose disparate decision problems to their adherents. Unlike

Calvinists, mainstream Catholics are at least somewhat sympathetic to the notion that it is

possible to know in real time whether one is saved, because this salvation stems in large part

from their own beliefs and behaviors. While Catholics consider predestination to be true in

the weak sense (God knows who is to be saved), individuals have agency in the determination

of their soteriological outcomes. For a Catholic to choose to be faithful and to perform good

works is for him to choose God and salvation. But for the intervention of grace, over which

he has no control anyways, he need not doubt his position in the communion of saints. Thus,

the uncertainty in Catholic theology is relegated to an earlier part of the information process:

the issue of how to properly be faithful in the first place.

This issue is not of concern to Calvinists; from a Protestant understanding, correct worship

is encapsulated almost exclusively by conservatively following scripture. But for a Catholic

desirous to obey God’s word, it is paramount that he remain assured he is hearing God’s

34Tucker 1987, 16.
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message correctly. Accordingly, Catholic literature is largely concerned with instructional

exegesis and the construction of algorithmic approaches that will help one lead the good life.

Notable authors of such treatises include Ignacio de Loyola and Francis de Sales. Ignacio de

Loyola, writing in the Jesuit tradition of meditative faith, intended his Spiritual Exercises to

teach an individual seeking a devoted Christian life to discern good decision-making impulses

from costly ones. Writes Loyola:

[B]y this name of Spiritual Exercises is meant every way of examining
one’s conscience, of meditating, of contemplating, of praying vocally and
mentally, and of performing other spiritual actions, as will be said later.
For as strolling, walking and running are bodily exercises, so every way
of preparing and disposing the soul to rid itself of all the disordered
tendencies, and, after it is rid, to seek and find the Divine Will as to the
management of one’s life for the salvation of the soul, is called a Spiritual
Exercise.35

Loyola’s comparison between types of “bodily exercise” and what he understands as

“Spiritual Exercise” is striking. Through his suggestions of “examining one’s conscience,”

“meditating,” “contemplating,” and “praying,” Ignacio de Loyola strives to instruct the

listener in the development (“preparing,” “disposing the soul” to be correctly oriented so

that it can continue the process independently) of proper spiritual alignment (“rid[ding] itself

of all the disordered tendencies”). The end of this process is to “seek and find the Divine

Will as to the management of one’s life for the salvation of the soul.” Loyola is very clear

in his suggesion that the “Divine Will” ought to be the guiding force for the “management

of one’s life,” and that it is only once the two are correctly aligned that one can hope for

“salvation of the soul.” Salvation, then, constitutes in discerning and following God’s will,

which in turn is what the individual is trained to do through Loyola’s Spiritual Exercises.

Francis de Sales’s Introduction to the Devout Life has a similar intention. Adapted from

his instructive letters to a cousin struggling in faith at the court of Savoy so as to assist in

35Loyola and Mullan 1914, 12.
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the faith-seeking of all “Philothea” (lovers of God), de Sales’s Introduction describes the

actions necessary for a productive religious life of the layman, including proper prayer, virtue,

worship of the sacraments, avoidance of temptation, and renewing of devotion to God. De

Sales’s introductory comments, below, demonstrate an overarching similarity between his

and Loyola’s writings. This similarity—a view of “practice” of spiritual devotion unique to

Catholicism—will also be apparent in the writing of Bonaventure.

[A]ll true and living devotion presupposes the love of God;—and indeed it
is neither more nor less than a very real love of God, though not always of
the same kind; for that Love one while shining on the soul we call grace,
which makes us acceptable to His Divine Majesty;—when it strengthens us
to do well, it is called Charity;—but when it attains its fullest perfection,
in which it not only leads us to do well, but to act carefully, diligently,
and promptly, then it is called Devotion. . . In short, devotion is simply
a spiritual activity and liveliness by means of which Divine Love works
in us, and causes us to work briskly and lovingly; and just as charity
leads us to a general practice of all God’s Commandments, so devotion
leads us to practise them readily and diligently. And therefore we cannot
call him who neglects to observe all God’s Commandments either good
or devout, because in order to be good, a man must be filled with love,
and to be devout, he must further be very ready and apt to perform the
deeds of love. And forasmuch as devotion consists in a high degree of
real love, it not only makes us ready, active, and diligent in following
all God’s Commands, but it also excites us to be ready and loving in
performing as many good works as possible, even such as are not enjoined
upon us, but are only matters of counsel or inspiration. Even as a man
just recovering from illness, walks only so far as he is obliged to go, with
a slow and weary step, so the converted sinner journeys along as far as
God commands him but slowly and wearily, until he attains a true spirit
of devotion, and then, like a sound man, he not only gets along, but he
runs and leaps in the way of God’s Commands, and hastens gladly along
the paths of heavenly counsels and inspirations.3637

De Sales claims that all “devotion presupposes the love of God” (emphasis mine), which

is to claim that love of God is the motivating force behind devotion. Devotion is a “spiritual

36Sales and Uyl 2017, 2.
37Sales 1885
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activity,” writes de Sales, which renders his idea of devotion similar to Loyola’s notion, and it

is the “means [by] which Divine Love works in us,” which “causes” our earthly “work” to be

of a more perfect caliber (“briskly and lovingly”). Most importantly, though, de Sales links

devotion to spirituality in a quintessentially Catholic way. “[W]e cannot call him who neglects

to observe all God’s Commandments either good or devout,” argues de Sales, because “to be

devout” constitutes being “very ready and apt to perform the deeds of love.” Devoutness,

to de Sales, is a state of mind the attainment of which promotes good works. We can note

the marked similarity between this idea of being “devout” and Loyola’s conception that his

preparation will “prepar[e] the soul to. . . seek and find the Divine Will as to the management

of one’s life.” The ordering of the soul is what occurs during devotion, and what in turn

allows one to better embody the works of faith. Devotion in de Sales’s understanding “excites

us to be ready and loving” in performing good works. His metaphor, comparing the difference

between the walks of an an injured and a healthy man to the significant change in ability

to perform good works effected by devotion, explains that a “true spirit of devotion” allows

an individual to “ru[n] and lea[p]” to accomplish God’s bidding. Indeed, devotion does not

merely make one more capable of carrying out God’s will, but also makes one do so more

“gladly,” rendering a change both in actualization of the good and in disposition.

Both de Sales and Loyola focus on the actualization of profound religious faith within the

self, through diligent practice, prayer, and meditation. They understand that true Catholic

faith can only emerge from strengthening of the spirit, and that betterment of the internal

precedes betterment of behavior.

Bonaventure’s Way

Another document in the tradition of the Catholic faith manual is Bonaventure’s Journey

of the Mind into God.38 Rather than providing instruction for the religious life, Bonaventure

38Temporally, Bonaventure’s writing precedes those of Loyola and de Sales; I have included it as the last
text in this section due to the greater extent to which we will analyze it.
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describes the manner in which the human mind can understand the divine through the daily

experiences of living that are laden with innumerable traces of God’s nature. His book

is as much a theological treatise as a reference guide. Bonaventure identifies Jesus as the

“first Principle” from whom “all enlightenment” regarding the divine descends. In other

words, Jesus is the arbiter of the informational flow between God and Man, from which

contingent theological beliefs must be discerned. Almost immediately after expressing this

concept, he invokes the Virgin Mary, indicating that saintly intercession is a lesser kind of

informational flow between the divine and the human. Thereafter, he organizes his text

through chapters intended to reflect six modes of gleaning information about God. The first

three are phenomenal: God’s traces in the universe, imprints upon the world, and marks

left on nature. Bonaventure then includes a short (and very confusing) chapter describing

what we can discern of God through his gifts of grace, a chapter which unites mind and body

in the pursuit of the divine. The last two chapters are mental and philosophical, providing

instructions for understanding Divine Unity through its ontology, contemplating the Trinity

through its relationship to the Good.

In Bonaventure’s prologue, he describes the purpose of his setup.

My first invitation, then, is to the cry of prayer through the crucified
Christ, whose blood purges us of the filth of vice. After all, the reader
might think that to read without facility, to speculate without devotion, to
investigate without wonder, to consider without exultation, to work hard
without piety, to have knowledge without love, to have intelligence without
humility, to study without divine grace and to observe without divinely
inspired wisdom might be enough. Therefore, to those predisposed by
divine grace, to the pi[o]us and the humble, to the sensitive and devout,
to those anointed with the oil of gladness—both those who love divine
wisdom and those who are inflamed with desire for it—and to those
who are willing to magnify, to admire and even to taste God, I offer the
following ideas, pointing out that, unless the mirror of our mind has not
been wiped over and polished, little or nothing will be observed. So, man
of God, before conscience bites again and before you raise your eyes to
the glittering rays of wisdom, take good care, just in case you catch sight
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of these very rays and fall into the terrible pit of shadows.39

The first important device used by Bonaventure is his framing of the double purpose of

Christ: not only does Christ’s “blood purg[e] us of the filth of vice,” but Christ’s crucifixion

constitutes a “cry to prayer.” Christ both cleanses Man of vice and motivates Man to look

heavenward. The primary effect is active, and the second contemplative. Bonaventure then

describes a series of behaviors that are not “enough”: “to read without facility, to speculate

without devotion, to investigate without wonder, to consider without exultation, to work

hard without piety, to have knowledge without love, to have intelligence without humility, to

study without divine grace, and to observe without divinely inspired wisdom.” Crucial to this

sequence is the set of qualities described as missing: devotion, piety, love, humility, divine

grace, among others. These are cerebral or immaterial concepts, without which he claims

the physical pursuits he itemizes are incomplete, and therefore he states clearly that the

individuals who make up his intended audience are those possessed of these qualities of mind

and spirit: “those predisposed by divine grace...the sensitive and devout.” This audience

is “inflamed with desire” for “divine wisdom,” and most importantly, they are “willing” to

pursue knowledge of God. To these individuals, Bonaventure provides the enjoinder that

“unless the mirror of our mind has not been wiped over and polished, little or nothing will be

observed.”

It is transparent in Bonaventure’s account that strong faith is impossible without strong

mental faculties put to diligent use. Desire and intellect precede the search for divine wisdom,

and these qualities must be practiced, “wiped over and polished.” Much like Loyola and de

Sales, Bonaventure identifies the key to spiritual enlightenment as following from rigorous

mental development. Individuals can become closer to God through engagement with both

the physical and the philosophical.

At first glance, Bonaventure’s methodology might seem similar to Calvin’s. Much like

39Bonaventure and Smith 2005, 4.
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Calvin does in Institutes, Bonaventure treats of God’s nature and of the accession to piety

and understanding in the same breath, considering each one necessary to the other. But

the reason for his doing so is different. Bonaventure’s focus on the proper methodology of

belief follows not from an awareness that God can only be contemplated from the human

standpoint of one always already condemned or redeemed (as Calvin’s does), but rather

from his conviction that proper parsing of the signals in the surrounding world is crucial to

well-developed Christian belief. I argued earlier that Calvin treats of human knowledge and

of God’s nature simultaneously because he conceives of the two as metaphysically related: in

Calvin’s worldview, there does not exist an impartial manner of considering God without

considering the human state. I claim emphatically that Bonaventure would not even agree

with Calvin’s proposition that the mortal human viewpoint is necessary for the contemplation

of the divine. Catholic soteriology accomodates free will, which means that the viewpoint of

a human whose fate is already decided is not useful. Furthermore, there exist further ways of

seeing God beyond those of a living human who is saved and a living human who is damned.

In Catholic theology, the existence of human saints (whose vantage point is decisively human,

but whose perception and experience of God is different from that of the earthly observer)

is considered canon. Such saints are much celebrated, and they are regarded as sentient

beings with streams of conscious experience, disproving (in the Catholic mind) the notion

that observation of God is predicated upon fallen human sensory perception.

The Human Viewpoint in Catholicism versus Calvinism

St. Athanasius’s Life of Antony is perhaps the first Catholic hagiography, initiating the

tradition of transcribing saints’ internal and external battles with demons. St. Antony, an

ascetic mystic, is constantly at war with Satan:

[T]he devil, who hates and envies what is good, could not endure to see
such a resolution in a youth, but endeavoured to carry out against him
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what he had been wont to effect against others. First of all he tried to
lead him away from the discipline, whispering to him the remembrance
of his wealth, care for his sister, claims of kindred, love of money, love
of glory, the various pleasures of the table and the other relaxations of
life, and at last the difficulty of virtue and the labour of it; he suggested
also the infirmity of the body and the length of the time. In a word he
raised in his mind a great dust of debate, wishing to debar him from his
settled purpose. But when the enemy saw himself to be too weak for
Antony’s determination, and that he rather was conquered by the other’s
firmness, overthrown by his great faith and falling through his constant
prayers, then at length putting his trust in the weapons which are “in
the navel of his belly” and boasting in them—for they are his first snare
for the young—he attacked the young man, disturbing him by night and
harassing him by day, so that even the onlookers saw the struggle which
was going on between them. The one would suggest foul thoughts and
the other counter them with prayers: the one fire him with lush the other,
as one who seemed to blush, fortify his body with faith, prayers, and
fasting. And the devil, unhappy wight, one night even took upon him
the shape of a woman and imitated all her acts simply to beguile Antony.
But he, his mind filled with Christ and the nobility inspired by Him, and
considering the spirituality of the soul, quenched the coal of the other’s
deceit. Again the enemy suggested the ease of pleasure. But he like a
man filled with rage and grief turned his thoughts to the threatened fire
and the gnawing worm, and setting these in array against his adversary,
passed through the temptation unscathed.40

In seeking to disarm Antony, the devil first attempts to distract him (through plying the

saint’s potentialities for greed, pride, gluttony, sloth, and interestingly, compassion for his

family). When this approach fails, he begins to “attack,” “harass,” and otherwise torment

Antony. Next, he tries to seduce Antony. The devil is unsuccessful on all fronts, furthering

Antony’s virtue as the latter “pass[es] through the temptation unscathed.” Surprisingly,

though, while the devil does attempt to trick Antony, his use of falsification and outright

deception is very limited. Aside from his imitation of a woman, he does not seek to lead

Antony astray by mimicking the counsel of another human person. Yet later, St. Athanasius

warns us against this use of the devil’s power as well:

40Athanasius 1982, 4.
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Once a demon exceeding high appeared with pomp, and dared to say, “I
am the power of God and I am Providence, what dost thou wish that I
shall give thee?” But I then so much the more breathed upon him, and
spoke the name of Christ, and set about to smite him. And I seemed to
have smitten him, and forthwith he, big as he was, together with all his
demons, disappeared at the name of Christ. At another time, while I was
fasting, he came full of craft, under the semblance of a monk, with what
seemed to be loaves, and gave me counsel, saying, “Eat and cease from
thy many labours. Thou also art a man and art like to fall sick.” But
I, perceiving his device, rose up to pray; and he endured it not, for he
departed, and through the door there seemed to go out as it were smoke.
How often in the desert has he displayed what resembled gold, that I
should only touch it and look on it. But I sang psalms against him, and
he vanished away.41

Athanasius emphasizes here the power of demons to imitate the divine. A demon

“exceeding high” presents itself “with pomp,” mimicking “the power of God” and “Providence”;

only through an invocation of Christ is he vanquished. The fact that demons can imitate

spirits and “monks” who provide “counsel” is disconcerting. So is the notion that although

the devil does not have power comparable to that of God, he can create “what resemble[s]

gold” to the human eye. St. Athanasius, however, tells us how this vice can be overcome:

with “psalms,” “pray[er],” “the name of Christ.”

There is a very careful distinction that must be made here, once we have acknowledged

the information of the previous passages. It is true that in the Catholic theology, Man is

believed to be imperfect in sensory perception. Indeed, demonic forces can create a facsimile

of anything that God can create, and while this weak rendition is vastly worse than the true

divine visage, it is certainly capable (due to Man’s inherent weakness) of tricking a human.

However, this notion of the fallacies of the human vantage point is different from the Calvinist

conception in which one is already either condemned or redeemed. One’s salvation or lack

thereof, in Catholicism, is dependent on one’s proper parsing of these signals rather than

responsible for it. The Catholic therefore must consider not what he can conclude about his

41Athanasius 1982, 13.
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soteriological status from the information he receives, but how to respond to this information

so as to maintain or improve his status.

The Mystic Question

At the inception of the Protestant Reformation, the Catholic Church found itself thrown

into chaos. Seeking to reestablish the universal appeal of Catholic doctrine, church leaders in

most European countries organized a series of councils intended both to reaffirm the core

tenets of Catholicism and to revitalize layman commitment to the Church. Catholic Spain,

however, found itself facing very different problems than did Catholic contingents elsewhere.

Even the apex of the Protestant Reformation did not entrap Spain in the crossfire of religious

fragmentation. Instead, imperial Spain sought to remedy the increasing lethargy it faced

from its own Catholic nationals, whose support for the Church had waned in comparison

to that of their foreign counterparts. Writes Christine Kooi in Early Modern Catholicism:

“[M]inority status gave English, Dutch, Scandinavian, and German Catholics a sharper sense

of urgency and identity than their co-religionists in Spain.”42 To spark religious fervor anew

in its apathetic citizens, Spanish church leaders organized autos de fe. Furthermore, rather

than punishing Protestants, Catholic leaders targeted other unorthodox Christians through

the notorious Spanish Inquisition.43

The individuals persecuted by the Inquisition belonged to a few minority groups. The

Church retained its longstanding hostility toward conversos (Jewish-bred converts to Catholi-

cism), whose true Christian devotion was regarded as dubious, and toward Islamic moriscos,

a dwindling population in Spain despised by nationals due to the previous territorial disputes

between the Spanish government and invading moros. But while conversos and moriscos

remained frequent targets of Catholic punishment, a new group found itself on trial: alumbra-

dos, mystical practitioners after the Augustinian tradition. These Christian mystics had been

42Kooi 2001, 147-162.
43Kamen 2014, 193-213.
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well-received in some circles for their attractive displays of piety and their rallying speeches.

The Church considered them heretical.

Upon realizing that the Catholic establishment was unsympathetic to their theologies,

Luther, Calvin, Zwingli, and other reformers had distanced themselves from the Church and

created disparate faith communities. Minority religious such as Jews and Muslims living in

Catholic Spain found themselves unable to seek refuge in non-Catholic circles; they attempted

instead to avoid leaving palpable traces of what would be considered blasphemy so that they

would be considered loyal Catholics without conducting their worship as instructed by the

Church. Spanish mystics, however, refused both of these approaches. Unlike Jews, Muslims,

and Protestants, alumbrados believed themselves to be traditional Catholics. They sought at

once to publicly affirm their religious practices and to maintain communion with the Catholic

Church. In so doing, they endeavored fervently to carve alumbrado mysticism a place in the

Catholic canon. Resultantly, Catholic evaluation of the mystics occurred in a very different

manner than that of Protestant reformers.

Rather than attempting to prove to the Church that they were not actively practicing

another religion, mystics instead tried to convince the Inquisitor that their unusual the-

ologies should be regarded as orthodox. Their trials assumed a philosophical rather than

factfinding-oriented affect, and this attitude of philosophical objection toward mysticism

spread throughout Spain.

Spanish Catholic sensibilities toward mystics varied wildly between cities, and even a

single confessor’s perspective often changed dramatically within a span of a few years. Sor

Maria de Agreda, biographer of the Virgin Mary, was instructed by one confessor to burn her

revelations, and by a subsequent priest to retranscribe them. Saint Teresa de Avila, whose

philosophical genius is often overlooked in the literature, managed during her lifetime to

convince almost the entire nation that her visions were legitimate, despite arousing significant

suspicion from her convent in the early stages of her mystic experiences. Many mystics,
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however, were not as fortunate or as capable of defending their theology; these mystics were

condemned as heretics, and often punished punitively by the establishment. The stakes were

high, and to a mystic seeking exoneration from the Inquisitor or his faith community, the

perennial and all-important task was to prove the veracity of his visions.

To a Catholic mystic in 16th-century Spain, the question of how to respond to mystical

stimuli was paramount. To tackle this problem required answering what I will call the

Catholic decision question, and the question often posed to mystics by their inquisitors: “How

do I know which sensory stimuli are from God?”

Mystic Defenses

Against an onslaught of confessors, fellow nuns, and concerned church fathers, the

celebrated mystic St. Teresa de Avila repeatedly found herself rigorously engaged in a defense

of the divine origin of her visions. For example, upon hearing of a recent mystic experience,

Teresa writes: “[My confessors] commanded me to...snap my fingers [e.g. perform a lewd

gesture] at it so as to convince myself that it came from the devil, whereupon it would

not come again.” Although at first reluctant, Teresa admits that she yielded to the will

of her superiors, performing the requisite gesture at the figure of the Lord during her next

ecstasy. Immediately filled with remorse, Teresa could only “beseech Him to forgive me.”

The response from her vision was telling: “He told me not to worry about it and said I was

quite right to obey, but He would see that my confessor learned the truth.”44

Ultimately, God accomplished just that—after all, who else but He would answer an

insulting gesture with praise for the virtue of obedience? Even so, Teresa consulted careful,

ingenious new methods to prove the divine origin of her visions. She uses an especially

interesting argument to defuse her peers’ dispute against the verity of her religious experience.

Here, she introduces the analogy of an argument that she has mistakenly identified the friend

44Avila and Peers 2004, 162-164.
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with whom she believed herself to be speaking:

[I]f that person left some jewels with me, which I was actually holding in
my hands as pledges of her great love, and if, never having had any before,
I were thus to find myself rich instead of poor, I could not possibly believe
that this was delusion...And, I said, I could show them these jewels—for
all who knew me were well aware how my soul had changed...As I had
previously been so wicked, I concluded, I could not believe that, if the
devil were doing this to delude me and drag me down to hell, he would
make use of means which so completely defeated their own ends by taking
away my vices and making me virtuous and strong; for it was quite
clear to me that these experiences had immediately made me a different
person.45

Teresa renders an argument in favor of the divine origin of her visions by describing the

changes these visions have actualized within her—changes that would defeat the purpose

of any vision from a demonic source. The persecuted mystic Francisca de los Apostoles,

who failed to convince her inquisitors that her visions were genuine and was condemned to

exhibition at an auto de fe, employed a similar approach:

She said that this was seen to be something from God and not the devil first
of all because her spirit would be enraptured with great tenderness. . . and
the soul is given a very great light and great knowledge of its own vileness
and of what has just happened in what it has seen. And the person
returns to herself and finds in herself great humility and great subjection
in all that pertains to the service of Our Lord, so that, with great ease,
she can perform works of virtue.46

There are exceeding similarities between these two defenses. Francisca claims that “with

great ease, she can perform works of virtue”; Peers translates that Teresa has become

“virtuous and strong.” In contrast to these lofty descriptions, Francisca mentions her former

“vileness” and Teresa refers to her previous self as “wicked.” Both women’s defenses of their

mystical experiences stem from a depiction of the divine as actualizing change within their

physical habits, through fomenting diligent instruction, humility, and increased desire to act

in service to the Lord. Given these similarities, the most obvious reason why Teresa was

45Avila and Peers 2004, 159.
46Ahlgren 2005, 83-85.
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successful and Francisca was not might concern the content of their mystical experiences.

Teresa’s visions may have seemed heterodox, but they certainly did not criticize the Church

outright. Francisca’s revelations allegedly instructed her to found a religious house for women

in order to make reparations for lackadaisical Catholic practice among priests; undoubtedly,

this subject matter would be more disposed to make Church leaders bristle. Nevertheless,

the two mystics have identified their visions as learning experiences, provided to them by

God in order to improve their vast defects, and have retroactively understood their visions

to be legitimate because of the visions’ success in this process. Both Francisca and Teresa

claim that their mystical experiences caused them to become better in piety. To obey such

instructive visions, they believe, is therefore equivalent to choosing to follow a course of action

that will directly lead to better results. It seems Teresa and Francisca have independently

deduced the definition of causal decision theory.

1.2.3 Tibetan Buddhism

Located between the Himalayas and central China, the region of Tibet covers some five

hundred thousand square miles comprising the highest-altitude area on Earth. Tibet is the

ancestral motherland of dozens of central Asian ethnic groups, including the Tibetan, Monpa,

and Sherpa peoples. Since the fall of the Tibetan Empire in the mid-800s, the region has been

under the explicit or latent control of Mongol and Chinese governments. Currently, Tibet

is governed by China, divided into the Tibet Autonomous Region to the west and various

ethnic prefectures to the east. Tibet is the native home of a school of Buddhism described

by Hegel and other Western philosophers as lama jiao, known to Tibetan practitioners as

nang-pa’i chos, and popularly termed “Tibetan Buddhism” or “Indo-Tibetan Buddhism.”

Tibetan Buddhists pursue Buddhahood through Tantric practices and the adoption of various

tenets concerning the metaphysics of the surrounding world.

Between the fifth and seventh centuries A.D., Chinese and South Asian variants of
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Buddhism first gained traction in Tibet through immigration and intermarriage. By the

mid-700s, Buddhism predominated in the region. In the late 900s, the Buddhist teacher

Padmasambhava is said to have authored a legendary text known as the Liberation through

Hearing in the Intermediate State, which was hidden underground in the hills of central

Tibet.47 Known by its Tibetan name Bardo thodol or Bar do thos grol, this guide contained

a series of meditations intended to assist a listener in practicing the navigation of the

“intermediate state” between death and reincarnation. Some five hundred years later, the

terpa (unearther of sacred texts) Karma Lingpa discovered the Bardo, which was then passed

down orally for centuries through Tibetan practitioners.48

The Bardo thodol identifies six bardos, or intermediate states, constituting the whole of

human sensory perception. The first three are attainable during life: the bardo of the self-

awareness that marks everyday human experience, the bardo experienced during meditation,

the bardo experienced in dreaming sleep. The final three bardos, treated of extensively in

the Bardo thodol, are that of the instant of death, that of the space between death and

rebirth in which one experiences the presence of forms of the Buddha, and that of the

individual approaching rebirth, in which one experiences something approximating spiritual

ecstasy. Because the mental state of the individual traveling through the intermediate state

is considered crucial to the manner of his subsequent rebirth, the main subject with which

the Bardo thodol is concerned is the development of techniques that will allow a Buddhist

practitioner to maintain awareness during the intermediate state so as to either achieve

enlightenment or experience successful reincarnation in a spiritually developed form.

The progression of the soul through the bardos between death and rebirth depends entirely

on his emotional states and decisions. Immediately upon death, the soul faces the “Clear

Light of Reality,” whereupon he must relinquish all egoism and personal care in favor of

47This transcription was rendered cryptically and (from my understanding) solely for the aesthetic purpose
of having a secret existent copy somewhere.

48Schaik 2013
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sweeping compassion toward the whole of existence, and identify himself as of the same

substance as the “clear light.” If he achieves this state, he remains in the Clear Light forever,

attaining perfect enlightenment and Buddhahood. If instead he has not properly prepared,

he will descend to a second stage of the bardo where he will confront a second clear light.

Depending on his level of spiritual preparation, the soul should do one of the following:

continue to meditate upon the first clear light, meditate instead upon the god to whom he

devoted himself while alive, or venerate a popular public deity. If practiced correctly, this

will lead to spiritual liberation.

If the individual cannot maintain the concentration and serenity to dispatch this task, he

will descend further into the second intermediate bardo, where he will see further instantiations

of the Buddha. If he responds with egoism, with stupidity, or with other vices, he will

immediately be reincarnated in a form with a weakness matching his failure in the intermediate

state. Later on, he will face terrifying, ferocious instantiations of the gods, which he must

recognize are actually benevolent gods whose fearsome side has been shown to him because of

his own karma. He may also escape by understanding that these deities are only projections

of his conscious state. If instead he responds with fear, he enters the third and final bardo,

where he will confront the Lord of Death, be judged, and experience punishment. Importantly,

even in this state the individual can achieve enlightenment during his torments by meditating

upon the divine, but most will instead seek refuge in caves to escape pain. These caves

are wombs that will lead him to rebirth, and the Bardo thodol provides instructions on the

selection of a satisfactory reincarnation.4950

Recovering from a Damaged Legacy

Meditation is the central theme with which the Bardo is concerned. It is a treatise on the

tripartite vessel of human death, the “intermediate state,” and rebirth, and more broadly

49Coleman 2007
50Evans-Wentz 1965
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an allegory for human development. This subject matter is both concerned with meditation

and treated of though meditation. Therefore, there is a blatant contradiction in any alleged

“translation” of the Bardo. Since its discovery by Karma Lingpa, the work has been passed

down orally because the purpose of the Bardo is to be recited and heard, rather than read, so

as to better facilitate the methodology of learning about the intermediate state. If the Bardo

is heard, the listener can meditate upon its contents. If it is transcribed, this is impossible.

Thus, translating the Bardo renders it at least partially useless.

In 1927, Walter Evans-Wentz published the first partial English rendition of the Bar

do thos grol—a very liberal translation that drew on his experiences in Theosophy. It was

Evans-Wentz who chose the name “Tibetan Book of the Dead” for the work, the name by

which it is now known in the West, because of the similarities he thought existed between

the Bar do thos grol and the Egyptian Book of the Dead.51

Evans-Wentz’s translation is very transparent in its agenda: an opportune backdrop to

promote Theosophy. Resultantly, his terminology and word choice take the Tibetan tradition

completely out of context and engineer many misunderstandings. Carl Jung, despite his

own fascination with the work, wrote a commentary in which he warned Western readers to

demonstrate prudence in their adoption of the religious customs contained therein.52

Despite the damage his translation wrought upon the Western perception of Tibetan

Buddhism, Evans-Wentz cannot be held completely accountable for the major systematic

problem in the interpretation of the Bardo thodol. If his translation had been excoriated the

way it deserved to have been, it would not have gained a cult following, so it is clear that

the problem predates him. It remains, then, to understand why this history of confusion

exists—whence the climate in which Evans-Wentz’s partial translation was considered not

merely sufficient but a prized addition to world literature.

51Evans-Wentz 1965
52Reynolds 1989
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The major translational difficulty with the Bardo is cultural. There is a history of Western

text motivating religious study in a way analogous to the Bardo with respect to its conclusions,

but the methodologies are different. In particular, the bipartite approach of pairing psychology

and practice is alien to the Western canon, making the spiritual and epistemological framework

laid out in the Bardo very difficult for someone unacquainted with the history of Buddhism

to understand. The critical factor is that the Eastern cultural background provides a specific

understanding of the concepts of “psychology,” “theology,” “religion,” and the relationship

between the three that the Western background does not and cannot. The traditional

Western misreading of Tibetan Buddhism suffers from the general fallacy Westerners apply to

Eastern religion as a whole: that psychology (and the crude caricature of “altered psychology”

rendered familiar by the counterculturally popularized stereotype of Eastern religion) is purely

a way to access sacred theology. A better understanding of Tibetan Buddhism is that this

psychology is, in many ways, theology and the divine itself. The kind of self-examination and

examination of the surrounding world referred to as “meditation” is both an entry point to

spiritual development and the purpose of spiritual development.

This concept is very confusing to the West, where the cultural sensibility is to motivate

something and then study it. In the West, results are withheld from consideration until

after one has decided they are worth attempting to gain in the first place. The Western

algorithm is linear-upward. The informational priors in the West concern why rather than

what, establishing that something is important and then attempting to discern what it

is. Eastern cultural sensibilities, in contrast, are deductive. There exists a prior sense of

the conclusions to one’s reasoning, then the process of reasoning occurs, and a “posterior”

understanding of the conclusions emerges. The actual conclusions are important only in a

context that has been developing over the course of the solution-finding process. The shape

is circular (not with the negative logical connotation) rather than linear.

The misunderstanding of Budhism in the West fomented a new translation that actively
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sought the input of the fourteenth Dalai Lama, the Penguin Illustrated Tibetan Book of the

Dead.53 The Dalai Lama and consultant Thupten Jinpa are of course very aware of this irony

of attempting to translate a work that cannot be understood by reading. Thus, one must

wonder if the reason for the new English-language full translation of the Bardo is damage

control: the Buddhist practitioners concluded that if the document is to be translated (and

therefore partially destroyed and misused), it should at least be translated correctly and

therefore participated in the task so as to salvage what they could. Definitionally, an English

translation of the Bardo is forced—a defensive strike.

Indeed, the two arranged for lead editor Graham Coleman (a Buddhist of English birth)

to listen to a full oral delivery of the Bardo before beginning the translation. This vantage

point, added to the fact of the West’s past engagement with Eastern religious traditions,

makes it such that the Penguin Illustrated Tibetan Book of the Dead cannot stand as an

unadulterated rendition of Tibetan Buddhism. Jinpa and Coleman do not try to ignore the

effect that this very history bears upon the tradition itself. By virtue of keeping the name

of the earlier, reprehensible Evans-Wentz “translation,” the editors choose to acknowledge

that the way Westerners have treated Tibetan Buddhism is eminently related to any new,

“proper” Western understanding of the tradition.

The results are surprisingly similar to the conclusions of the previous two subsections.

Just as Calvin’s Institutes and Bonaventure’s Journey do, the Penguin Illustrated Tibetan

Book of the Dead explores a binary between knowledges concerning the divine and the human.

Jinpa and the Dalai Lama create the translation by simultaneously rendering the way that

the West cognizes Tibetan religious history, and the reality of it. To the extent that the

latter is accessible to a Western audience, it can be realized only through the former.

Interestingly, the closest texts of European origin to the Bardo are ones discussed in the

previous section: the guides written by Ignacio de Loyola and Francis de Sales. De Sales’s

53Coleman.

48



Introduction to the Devout Life, being a set of descriptive instructions for properly engaging

in a religious tradition, is similar in function if not in form. Loyola’s Spiritual Exercises comes

somewhat closer to the kind of thing that the Bardo Thodol is. Like the Bardo, Spiritual

Exercises is also meant to be read to the individual seeking to grow in faith. Through this

meditative aspect, Loyola forces the listener to build discipline, rather than simply telling

one how to be a better believer, as de Sales does. He achieves this through methodologies

that have parallels in the Eastern toolbox: repetition of invocations, guided visualization and

meditation, exhaustive self-analysis, and a sort of meta-religious reflection on the experience

of religion as a whole.

The Bardo combines the de Sales algorithm with the Loyola algorithm, concurrently. The

absence of a Western religious guide that does both simultaneously may be the reason many

Western readers are confused by the Bardo, because a Western reader is used to theory and

praxis standing distinct in this context. In a line of text of a Western treatise, the author

is either arguing why, instructing the reader how, or else forcing the reader to, forward his

agenda. De Sales alone does not make the reader a better Christian, and Loyola alone does

not explain to the reader why he should be one.54

The Bardo is an apparatus that fulfills each of these directives through the other. The

ritual invocations and meditations therein themselves constitute an argument for why to

subscribe to the tradition. Similarly, the process of considering the world in which one attains

enlightenment builds discipline. The two algorithms feed each other; the theory is the praxis,

and vice versa. The psychology of Buddhism is Buddhism in a way that is not true of any

Western religion. Jinpa and Coleman provide an excellent understanding of this concept

in their translation: they instruct the reader not to listen to hear how to attain spiritual

enlightenment, nor to listen because listening helps attain spiritual enlightenment, but rather

54Interestingly, Averroes to some extent combines the approaches in his defense of Aristotelianism, but no
Western author I know of does the same for a spiritual school.
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something more along the lines of “listen, because listening is what the spiritually enlightened

do.”

In placing the words “Tibetan Book of the Dead” on the cover of their book despite the

lack of any historical reason to call the work by that name, Jinpa and Coleman make a bold

claim even before the reader looks past the cover. The action of keeping Evans-Wentz’s title

is a purposeful gesture. It concedes that the Tibetan Book of the Dead is a twice-contrived

work: first constructed by Western misunderstandings, and now reconstructed by Eastern

practitioners themselves in an attempt to undo this disaster by erasing what they can and

building atop the rest. Jinpa and the Dalai Lama are getting into the ring, so to speak,

with a framework and terminology created by Western authors. If they are to make their

religious tradition understood at all, they must work to do so on those terms. The fact that

they choose nonetheless to defend their religious tradition, knowing they must do so via the

Western wheelhouse, is an ambitious claim that the resultant, largely artificial amalgamation

is worth studying anyway. Jinpa translates the Bardo because he believes that reading

his version is not only vastly better than reading a crude Western translation, but vastly

better than remaining ignorant altogether. Happily, he is proven correct through his project,

creating a masterful text that both is readable by a Western reader, and refuses to allow such

a reader to forget that he is reading a translation designed to be readable by him. Jinpa

and Coleman’s Tibetan Book of the Dead is self-aware; it understands itself as a shadow of

the Bardo. But this shadow reveals the shape of the original object rather than causing any

further confusion. This achievement is truly remarkable, and allows the Buddhist decision

question to emerge clearly: “How do I self-locate in the intermediate state?”
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The Buddhist Way

One of the most fascinating aspects of the Bardo thodol is the fact that the particular

instructions given to be read to the dead55 depend upon the relationship between the reader

and the listener. For instance, here is the set of instructions that occur as the individual

enters the bardo of the moment of death and attempts to enter the Clear Light, provided

that the dead was a “spiritual teacher. . . greater than” the instructor:

Venerable One! The inner radiance of the ground is now arisen before you.
Recognise it, and concentrate directly on its experiential cultivation.56

In contrast, consider the extensive directions to be read if the deceased is anything other

than a spiritual superior:

O, Child of Buddha Nature, [individual’s name], listen! Pure radiance,
reality itself, is now arising before you. Recognise it! O, Child of Buddha
Nature, this radiant essence that is now your conscious awareness is a
brilliant emptiness. It is beyond substance, beyond characteristics, and
beyond colour, completely empty of inherent existence in any respect what-
soever. This is the female Buddha Samantabhadri, the essential nature
of reality. The essence of your own conscious awareness is emptiness.
Yet, this is not a vacuous or nihilistic emptiness; this, your very own con-
scious awareness, is unimpededly radiant, brilliant and vibrant. This. . .
is the male Buddha Samantabhadra. The utterly indivisible presence of
these two: the essence of your own awareness, which is empty, without
inherent existence with respect to any substance whatsoever, and your
own conscious awareness, which is vibrant and radiantly present, is the
Buddha-body of Reality. This intrinsic awareness, manifest in a great
mass of light, in which radiance and emptiness are indivisible, is the
buddha. . . of unchanging light, beyond birth or death. Just to recognise
this is enough! 57

Two facets of these passages are striking: the emphatic repetition of the psychological and

phenomenal state in which the deceased finds himself if he is not a spiritual superior, and the

restraint shown in the address to the deceased if he is a spiritual superior. In the first passage,

55The Great Liberation by Hearing contains addresses to the dead; these are to be read to the living
individual seeking to develop his faith (and then again to the dead).

56Coleman 2007, 231.
57Ibid
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the deceased is told once to “[r]ecognise” the radiance; in the second, he is told to “listen”

and twice to “[r]ecognise.” The reader constantly reminds the individual of the nature of his

“very own conscious awareness”: “the radiant essence. . . is now your conscious awareness,”

“emptiness. . . beyond substance. . . completely empty of inherent existence.” This repetition

continues throughout the passage, with the words “empty” and “emptiness” appearing six

times, and “awareness” or “conscious” appearing ten. The stress placed on lucidity—on

paying attention to one’s “conscious awareness”—is apparent.

Yet the convolution of the passage itself is almost impossible to surmount. “Reality” is

“empty”; the individual’s “conscious awareness” is “completely empty of inherent existence

in any respect whatsoever.” In the confusing antepenultimate sentence, the reader reminds

the deceased both that “the essence of [his] own awareness. . . is empty” and that his “own

conscious awareness. . . is vibrant and radiantly present.” The consciousness of the deceased

is tangibly present, but its essence is pure emptiness, “beyond characteristics.” The reader is

explaining to the deceased that he is conscious, but that this consciousness lacks qualities

beyond awareness. Noticing this reflexive distinction is perhaps the first manner in which

the deceased might recognize the difference between his current awareness and his awareness

when living.

The focus on the “emptiness” of the consciousness of the listener is quite ironic, given

the translated status of the text. Our conscious experience of the Bardo thodol as listeners

is not empty at all; it is altered, unintentionally filled in by the adjustments that have

been made to the text in order to make it compatible with the understanding of a Western

audience. This phenomenon suggests that a deeper impulse lies beyond the choice of words

in this selfsame translation: the use of “conscious awareness” and the stress placed on the

“emptiness” of such awareness (which the reader of the Penguin Illustrated rendition will

certainly never experience until the bardo itself) draws our attention to ourselves as conscious

minds interacting with these instructions.

52



Also interesting is the bareness of the instructions meant to be read to a spiritual superior.

In light of the high stakes of the situation, it is strange that such a curt address and reverent

tone are reserved for the superior. It is very important for the listener to enter the Clear

Light, so it would be bizarre for the instructions to be so restrained if such limited information

would harm the likelihood of the deceased to attain Buddhahood. Therefore, there must be

some further explanation for why it is imperative for a reader of the Bardo thodol to show

the proper degree of respect to his deceased superior rather than repeating the instructions

emphatically so that the deceased may attain the best chance of entering the Clear Light of

Reality.

This fact suggests that the Bardo thodol is treating of the relationship between human and

divine in a similar way to what has been done by Calvin and Bonaventure, but for a different

reason than either. The instructions to the deceased are minutely particular to the identity

of the deceased, the identity of the reader, and the relationship between the two. The reason

for this dependence is that the relationship between the deceased and the reader affects the

relationship between the deceased and the divine. In the Buddhist conception of reality,

outside stimuli are parsed (especially in the bardos) by intermediaries whose relationships

to us and to the stimuli affect the accuracy of the stimuli themselves. This notion is most

clearly seen in the Buddhist idea of manifestations of the divine: the Buddha and deities

have many visages, each representing a unique aspect of divinity, and each appealing to a

particular sensibility in the supplicant. For a spiritual inferior to deliver the full rendition of

the instructions would not only show disrespect to his subject: it would be less helpful in

bringing the spiritual superior into the Clear Light of Reality. Any misunderstanding by the

reader of the text would be apparent to the spiritual superior, perhaps distracting him from

the task at hand. Therefore, the manner in which the subject must be treated of when a

spiritual superior is involved is conservative. The opposite is true of a spiritual inferior, who

will not only learn more from exhaustive instruction, but also gain comfort from being walked
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through the process by a superior. The same pattern has been invoked by the translators in

the experience of the Western reader, as it relates to the notion of conscious “emptiness.”

Therefore, the Bardo thodol simultaneously treats of the divine and of two human

viewpoints, which are considered in relation to one another: that of the reader, and that of

the listener (meditating or deceased).
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Chapter 2

Paradoxes of Predestination and

Grace: Calvinism in the Thought

Experiment

2.1 Predestination and the Newcomb Problem

Recall the statement of the Newcomb problem (NEWCOMB). Your decision graph looks

something like this (Figure 2):

Predictor picked B Predictor picked A + B

You pick B

You pick A + B

1M 0

1K1M + 1K

Recall also that NEWCOMB created a substantial disagreement between causal and evidential

decision theorists when first introduced; that in EDT, one-boxing is regarded as evidence
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that the predictor predicted accordingly; that in CDT, the money is either there or it isn’t,

and the dominance principle tells you two-boxing will always make you 1K richer.

2.1.1 Predestination

Particular to both the decision theorist and the religious thinker is an interest in the

meta-level decision analysis of how our knowledge of external factors affects the way such

variables influence us. Let V stand for a virtuous life (0 yield) and S for a sinful life (small

positive yield of x). H is Heaven (positive yield of a thousand times x at least), and ¬H is

not achieving Heaven (0 yield). A lazy Calvinist—I’ll call him the Pascalvinist—makes the

following decision diagram (Figure 3):

God picked V God picked S

I pick V

I pick S

1000x 0

x1001x

Supposing that God is a very accurate Predictor, and that the Pascalvinist slightly prefers

x to 0, and slightly prefers 1001x to 1000x, but of course vastly prefers 1000x to x, his

situation is isomorphic to the Newcomb Problem. The Pascalvinist knows that he has already

been predestined to H or ¬H.1 From an immediate perspective, his inclination to be virtuous

is evidentialist. I will not waste words describing how seeking “God picked V ∧ I pick S” is

self-defeating; this has been well-described by Nozick, Kafka, and many others.

The common ground of Newcomblike problems is the existence of four states: the

completion or lack of completion of an important decision-theoretic task and the completion

or lack of completion of an auxiliary action that imposes a small opportunity cost, although

1Single predestination suffices for this toy problem.
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“forming the intention” to do it, or being considered to be the of the decision type that would,

assists in the completion of the important task. This is a paradigm with which Calvinist

theology is eminently concerned.

2.2 Functional Decision Theory

2.2.1 A Compromise between CDT and EDT

Eliezer Yudkowsky and Nate Soares discuss in their paper “Functional Decision Theory”

the failings of the two canonical decision theories, CDT and EDT. Questioning the notion

that either is sufficient—an individual would achieve higher utility by “judiciously switching

between them”2 than by following one alone—they present a new “functional decision theory”

(FDT) that they claim is capable of outperforming CDT and EDT in various thought

experiments of the XOR Newcomb type that have been considered in the literature.

Through FDT, Yudkowsky seeks to formalize a notion of “choosing the output of a

fixed mathematical decision function, rather than...choosing a physical act” as central to

decision-making. A functional decision theorist considers his own process of reasoning as

leading to one of multiple possible conclusions, each of which he associates with a particular

state of the world, and picks the action that will correspond to the world he finds most

desirable. At first blush, this process seems isomorphic to the course of reasoning followed

by an evidential decision theorist, but there exists an important distinction: the course of

reasoning, rather than the action taken, is perceived as indicative of the state of the world.

The motivational question for a functional decision theorist is therefore “What output of

this decision procedure causes the best outcome?” rather than, according to Yudkowsky, the

corresponding question for an evidential decision theorist: “Which physical act of mine would

2Yudkowsky and Soares 2017, 2.
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be the best news to hear I took?”3

The first example Yudkowsky presents examines the FDT line of reasoning in a variant of

the Prisoner’s Dilemma in which the players are a decision-maker and her psychological twin.

In TWIN, each will receive $1, 000, 000 each if they cooperate, $1, 000 each if they defect, and

$1, 001, 000 and nothing, respectively, if one defects and the other cooperates. According to

Yudkowsky, the following demonstrates the reasoning of a functional decision theorist in such

a situation:

“My twin and I follow the same course of reasoning—this one. The
question is how this very course of reasoning should conclude. If it
concludes that cooperation is better, then we both cooperate and I get
$1, 000, 000. If it concludes that defection is better, then we both defect
and I get $1, 000. I would be personally better off in the former case, so
this course of reasoning hereby concludes cooperate.”4

Cooperating in TWIN is nothing new; EDT agents also choose to cooperate. But, as

Yudkowsky stresses, they cooperate for a different reason. If an evidential decision theorist

cooperates, then it is very likely that his psychological twin has cooperated; if he defects, it

is likely instead that his twin has defected. The difficulty in this reasoning lies in the fact

that the agent’s cooperation or defection is causally isolated from, albeit associated with, the

twin’s. FDT recognizes this notion and integrates it in a unique way, which provides many

advantages over CDT and EDT. The operative question is not whether another decision-

making methodology would be better, but whether the precise decision process already in

use—functional decision theory—should arrive at a different answer. In Yudkowsky’s words:

“What if this very decision process5 produced a different conclusion?”6 To be a functional

decision theorist, then, is to evaluate relevant counterfactuals and decide which is most

expedient.

3Ibid
4Ibid
5Emphasis his.
6Yudkowsky and Soares 2017, 5.
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2.2.2 Mechanical Blackmail

Despite Yudkowsky’s enthusiastic espousal of the FDT algorithm, there exists a situation

in which the line of reasoning that a functional decision theorist should follow seems to end

in aporia. To the end of exploring and explaining this odd fact of FDT, the following is an

enlightening gedanken raised by Yudkowsky.

MECHANICAL BLACKMAIL: A highly intelligent blackmailer has established a sophisticated

methodology. He has a piece of blackmail embarrassing to both him and his target, which

will cause $1 million in damages to both if released. The blackmailer’s modus is to trigger a

24-hour process of releasing the blackmail of which the target will be notified immediately, and

which will be stopped if and only if the target pays $1, 000 to the blackmailer. The blackmailer

seeks to blackmail the type of targets whom he can expect to pay up.

This problem constitutes a sort of inverse Newcomb—one wants to avoid the worst-case

outcome at all costs by paying, but the proper methodology seems to be “being the kind of

person who doesn’t pay” in that it forestalls receiving blackmail in the first place. Yudkowsky’s

functional decision theorist agent, whom he calls Fiona, reasons accordingly:

According to FDT, when Fiona sees the blackmail and imagines refusing
to pay, she should imagine a hypothetical world in which FDT is the kind
of decision theory that refuses—which means that she should imagine a
world in which she was never blackmailed in the first place. Because she
chooses her actions entirely by comparing the hypotheticals that FDT
says to consider, Fiona concludes that refusing to pay is better than
paying. The blackmailer, recognizing this, does not attempt to blackmail
Fiona, and Fiona walks away unscathed.7

One is almost compelled to claim this is self-contradictory. For Fiona to establish a method-

ology for handling the mechanical blackmail—for her to imagine receiving it—demonstrates

that she intellectually engages with the notion of “being the kind of person who receives me-

chanical blackmail.” Might this beg the question of whether the blackmailer would recognize

7Yudkowsky and Soares 2017, 30.
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her in advance as “the type of individual who does not pay”? According to Yudkowsky, if

the blackmailer is a rational agent familiar with the way in which Fiona’s decision theory

responds to this problem, then Fiona only receives blackmail if she is an evidential or causal

decision theorist, not a functional one. But assume for the moment—however impossible it

may seem—that Fiona does receive mechanical blackmail. Given that an FDT agent should

categorically never see the blackmail, our immediate reaction is that the blackmailer is not a

perfectly rational agent. If the blackmailer’s predictions are accurate 95 percent of the time,

then he may blackmail Fiona one out of every twenty times he blackmails someone. In that

case, if Fiona does not pay, she is worse off than an evidential decision theorist. We will now

construct another version of the above thought experiment, which formalizes this bizarre

attribute.

2.2.3 The Irrational Blackmailer

We create a slight variation upon Mechanical Blackmail, featuring a decision-maker I will

for now call “irrational,” although we shall shortly revisit this descriptor.

IRRATIONAL BLACKMAIL: The mechanical blackmailer is going about his day having ele-

gantly mapped out the decision theories of his various targets and blackmailing only those he,

as a perfectly rational agent, can expect to pay up. Meanwhile, a copycat criminal discovers the

methodology of the blackmailer. She begins following his method perfectly, with one exception:

one out of every ten times she blackmails someone, it will be a functional decision theorist. She

blackmails exactly as frequently as the real blackmailer. Everyone knows about the existence

and methodology of both the blackmailers.

Assume Fiona is blackmailed. Then she reasons that it is the irrational blackmailer

who has blackmailed her. What does her decision theory have her do? If she acted no

differently—not paying up—she’d lose $1 million for every $19, 000 lost by a causal decision

theorist. So Fiona, in keeping with her decision theory, thinks, “There are not any relevant
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differences between this and the course of reasoning I will have at any other times I am

blackmailed. The question is how this selfsame course of reasoning should end; if it always

ends in not paying up, then I can expect to lose a tremendous amount of money; if it always

ends in paying up, I will lose much less money. Therefore, I should pay up.”

This is not unreasonable; it’s simple expected utility theory, and a methodology quite

in line with FDT once the causal link between being the type of person who pays and

receiving blackmail has been altered. The problem is now whether the copycat blackmailer in

IRRATIONAL BLACKMAIL can be called irrational at all. With Fiona having reasoned as above,

it makes perfect sense for the original mechanical blackmailer to blackmail Fiona—and it

makes perfect sense for her to pay up. Indeed, once it has been established that Fiona (like

any rational person) will pay the irrational blackmailer, the rational blackmailer will begin to

blackmail her as well, knowing that Fiona should reason no differently, as she does not know

outright who is sending her the blackmail.

Yes, FDT is not any better off than its compatriots in my admittedly unfair gedanken.

The difference is that EDT and CDT behave consistently; their methodology does not change

after the irrational blackmailer is introduced. But is this at all a distinction worth pressing?

A functional decision theorist would protest that it is unreasonable to change the paradigm

by introducing an irrational decision-maker. “Asking a decision theory to continue to stand

in the case of the irrational blackmailer,” he might complain, “is logically equivalent to asking

it to continue to stand under machine gun fire. No rational person wouldn’t pay up in such a

case.”

This hypothetical complainer is correct, which is why I allow that IRRATIONAL BLACKMAIL

as presented is unfair. It requires a decision theory to confront a tremendously irrational

decision-maker who seems to have been engineered for the very purpose of undermining that

decision theory. Furthermore, Yudkowsky, perhaps anticipating IRRATIONAL BLACKMAIL,

addresses a slightly modified version of it:
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Fiona plays the same strategy even if the blackmailer is an imperfect
predictor. Assume that with probability 0.0009, the blackmailer wrongly
predicts that an agent will pay. Fiona therefore imagines that if she pays
upon receiving blackmail then she always gets blackmailed and always
loses $1, 000, whereas if she refuses to pay then she is blackmailed 0.09%
of the time and loses $900 in expectation. As such, she refuses to pay,
even when holding the blackmail letter, even though she knows that the
blackmailer predicted wrongly—because it’s advantageous to be the kind
of agent that makes such decisions. If instead the chance of error is
0.011% [sic], then she pays, as this is again the action that tends to make
an agent rich.8

Yudkowsky is correct. It is not inconsistent for the introduction of the irrational blackmailer

to change Fiona’s response. The totality of this evidence presents an apt criticism of

IRRATIONAL BLACKMAIL, and I will update it accordingly to make it clear that the idea

behind it isn’t unfair at all. I do not mean to claim that the introduction of the irrational

blackmailer deals a death blow to the expediency of FDT in MECHANICAL BLACKMAIL. The

reason that I rendered separate the original “perfect” blackmailer and the new “irrational”

blackmailer in my gedanken is to attain greater clarity in the point that I will proceed

to argue: while an actual irrational blackmailer does not threaten the efficacy of FDT in

MECHANICAL BLACKMAIL, the mere thought of such an irrational blackmailer, if taken to the

logical conclusion, does.

Yudkowsky writes, “[Fiona] chooses her actions entirely by comparing the hypotheticals

that FDT says to consider.” In contrast, I said earlier, “Assume for the moment—however

impossible it may seem—that Fiona does receive mechanical blackmail.” The imagined

functional decision theorist who was peeved at my unfair gedanken might reply, “But that

isn’t a counterfactual FDT says to consider!”

What counterfactuals, then, does FDT “say” to consider? To claim this particular

counterfactual is off the table is is to belie the purpose and efficacy of functional decision

theory as Yudkowsky imagines it. Certainly, the possibility of being blackmailed in real time

8Yudkowsky and Soares 2017, 31.
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will occur to Fiona in the process of considering the thought experiment. To claim that this

consideration is not “appropriate” is ridiculous; any attempt to use FDT to determine the

proper decision requires that Fiona imagine the prospect of making such a decision, which

means imagining she has received mechanical blackmail.

Yudkowsky himself admits, “At first glance, it may seem like Fiona is ignoring informa-

tion—shouldn’t she update on the fact that she has seen the blackmail?”9 In order to explain

this counterintuitive reasoning, he repeats the original claim:

If Fiona did receive the blackmail, she would reason, “Paying corresponds
to a world where I lose $1, 000; refusing corresponds to a world where I
never get blackmailed. The latter looks better, so I refuse.” As such, she
never gets blackmailed—her counterfactual reasoning is proven correct.10

So let’s join Fiona in imagining such a world, tracing her thought process until we

find where, exactly, this methodology goes wrong. Yudkowsky claims that Fiona—already

imagining the world in which she has been blackmailed—then imagines FDT is the sort of

decision theory that results in her refusing to pay. In this hypothetical world, “Fiona receives

blackmail” is a contradiction, so Fiona must reject the notion that she has been sent the very

blackmail currently in front of her—a highly counterintuitive notion. At this point, he argues,

Fiona will realize “Fiona will not be blackmailed” follows from FDT, provided FDT is the

sort of decision theory that refuses to pay up. (Perhaps she further seeks to exhaust her

options by imagining FDT is the sort of decision theory that does pay, in which she reasons,

correctly, that she will be blackmailed.) It is plain to Fiona that the first of these two options

is better; thus, FDT does not pay.

I fear this reasoning is convoluted in its attempt to avoid the obvious. Yudkowsky seems

to be responding to the criticism he provides verbatim (“Shouldn’t she update on the fact

that she has seen the blackmail?”), but does not integrate the result: that in imagining such

9Ibid
10Ibid
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a world, Fiona will reason as if the world has already obtained. If reasoning thus, Fiona

does not immediately come to the conclusion that “FDT doesn’t pay” and “I have been

blackmailed” are in contradiction. Rather, she allows a relevant counterfactual: in the case

“FDT refuses to pay and I have been blackmailed,” there must exist an irrational blackmailer

like the one I described in the unfair IRRATIONAL BLACKMAIL. In such a case, she reasons

that it is now consistent with her decision theory to pay up, as Yudkowsky allows. No such

irrational blackmailer need actually exist for this counterfactual to occur to her. As soon as

Fiona has cognized that such an event may happen—indeed, as soon as anyone cognizes

that FDT is the type of decision theory that admits such a counterfactual—all of FDT’s

defenses against the rational mechanical blackmailer are down. Now the rational blackmailer

can blackmail Fiona, knowing that she will reason that such a move means there must exist

an irrational decision-maker whose methodology is not linked to the type of decision maker

she is. Fiona does not have access to whether this imagined imperfect blackmailer is correct

.0009 or .0011 of the time—she only has access to the evidence gleaned from the relevant

counterfactual. Therefore, she must pay, even if there exists no irrational blackmailer at all,

even if the problem before her is the simple MECHANICAL BLACKMAIL.

Again the imagined functional decision theorist chafes at my analysis: “It’s unfair to

expect someone to make a rational decision without good priors!” But the claim I have

made stands especially in the case wherein Fiona has a solid prior that the blackmailer in

MECHANICAL BLACKMAIL is always correct about what type of decision-makers his prospective

victims are, when she “knows” that the blackmailer is never wrong. Her thought process

makes it such that she has to change her prior.

According to Yudkowsky, the major problem in CDT is its obstinate refusal to handle

“subjunctive dependence.” His definition of this term can be paraphrased as follows: an

event Y causally downstream from event X is subjunctively dependent on X if X does not

influence Y , but if Y had not obtained, then X would not have obtained. (He uses the apt
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example of two calculators: the reason for their agreement is not causal, yet if one outcome

were different, then the other would be too.) He describes FDT in an attempt to derive

a decision theory that will provide the “Goldilocks solution,” so to speak: EDT jumps at

shadows of subjunctive dependence, whereas CDT does not budge even for very pronounced

subjunctive dependence, but FDT is meant to have a “just right” amount of flexibility to

accommodate it. But the mechanical blackmail problem illustrates an issue with FDT’s

response to subjunctive dependence, suggesting it is not the perfect solution. We have the

following trilemma:

1. An FDT agent making a decision in MECHANICAL BLACKMAIL must completely take

on faith the presence of “subjunctive dependence”—he immediately and predictably

discards the possibility that such subjunctive dependence is only a facsimile produced

by a real-world actor. (“If I am ever blackmailed, I will automatically conclude that it

is the rational, accurate blackmailer who has blackmailed me.”)

2. An FDT agent, rather than throwing out the irrational blackmailer counterfactual that

violates subjunctive dependence, somehow prevents it from arising in his or anyone

else’s decision process.

3. An FDT agent may imagine the absence of subjunctive dependence, but must come up

with a principled reason why his continuing not to pay in that case would not violate

his own decision theory.

The first of these options, by virtue of the parenthetical, makes an epistemic contingency

plan for something that an FDT agent cannot consistently believe has any chance of occur-

ring—which is itself a violation of subjunctive dependence. Therefore, the first response is

self-undermining. The second choice is effectively impossible, and the last plainly violates

EUT. A functional decision theorist has no escape.
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There is a sense in which this analysis reflects poorly on the original MECHANICAL

BLACKMAIL gedanken itself, rather than on functional decision theory. It is much more

difficult to imagine Fiona torn over the subjunctive-dependence-violating counterfactual

of, for example, “I one-box and Box B is empty” in NEWCOMB than it is to imagine her in

confusion about “I am of the don’t-pay type and I get blackmailed.” For the remainder of

this section, we seek to examine why—and Calvinism will assist.

2.2.4 Observational Bias of the Weizmann Type

When a pair of real-world outcomes obtains in tandem, one is wont to infer that these

events X and Y have one of three types of causal relationship, for the enumeration of which

I use an example provided by Yudkowsky in another of his papers. Suppose we notice that

rain (“X”) and wet sidewalks (“Y ”) seem always to occur in conjunction. We consider the

following list of possible reasons:

• (Type I). X causes Y (“rain causes wet sidewalks”);

• (Type II). Y causes X (“wet sidewalks cause rain”); or

• (Type III). There exists some Z such that Z causes X and Y (“pink rabbits from

within the hollow Earth cause both rain and wet sidewalks”11).

However, there is an important set of possible explanations missing from this list. One

can imagine two additional explanations stemming from anthropic fallacy. For distinction,

we first define the type of event described in III.

Definition 1. A Z-type event is an action/state of the world Z causing events X and Y .

Z-type events constitute an arena with which most readers ought to be familiar. Now, in

contrast, we establish a rather important definition.

11Yudkowsky 2010, 59.
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Definition 2. A W -type event is an action or state of the world W in which one of the

following obtains for events W,X and Y :

• (Type IV). X and Y are not independently observable, but their combination causes W ,

whose presence makes X and Y manifest; or

• (Type V). X and Y are not independently observable, but their combination is caused

by W , whose presence makes X and Y manifest; or more generally,

• (General case.) The combination of X and Y is sometimes associated with or allowed

by W , which makes X and Y observable, but neither X nor Y alone accompanies W .

The immediate response to these latter cases I call “W -type” is to consider them nonviable.

Rain without wet sidewalks or vice versa seems readily imaginable; they aren’t only observable

when together. We ask, then: is there an analogy, of the sidewalks-and-rain flavor, that

would illustrate what these options look like in practice? Consider the hypothesis—only

slightly more inconceivable, if significantly more contrived, than the intentional absurdity of

the notion of pink rabbits’ interfering with the weather—that water is not only clear, but

incapable of catching light; that most people stay inside and thus do not feel rain or slip on

wet sidewalks; and that when rain and wet sidewalks occur in tandem, this causes a particular

runoff into a drain near Dushanbe in Khirgizia,12 which wakes pink rabbits that cause water

to catch the light.

Decision theory is eminently concerned with the prospect of making decisions under

uncertainty of the effects our decisions will have; if W -type events as I describe them exist and

are not being treated of, this is cause for alarm. Research that falsifies “∃Z : Z → X and Y ”

by demonstrating that “if Y , then X” does not account for the statistical noise created by

a W -variable, and fails to falsify this type of relationship: experimentally, “causing Y ” is

indistinguishable from “causing Y to be observable.” In particular, if human tendencies to

12Boolos 1996, 63.
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selective observation and ignorance constitute a W -variable (“X and Y frequently occur

independently, but it is only when they occur together that I pay attention to them”), then

it is vital to establish machinery for proceeding in such situations, or that will at least make

us aware of when we are in one.

One venue exists in which examples of Type IV or V explanations for the simultaneous

occurrences of real-world phenomena abound: Calvinist theology. The following exegesis of a

passage from Calvin’s Institutes will motivate my conclusions about the problem with FDT I

describe above.

2.3 Grace and W -Type Events

2.3.1 An Analysis of the Progression of Grace

In this excerpt, Calvin responds to the contention that salvation occurs as a result of

good works:

The passages in which it is said that God will reward every man according
to his works are easily disposed of. For that mode of expression indicates
not the cause but the order of sequence. Now, it is beyond a doubt that
the steps by which the Lord in his mercy consummates our salvation
are these, ‘Whom he did predestinate, them he also called; and whom
he called, them he also justified; and whom he justified, them he also
glorified’ (Rom. 8:30). But though it is by mercy alone that God admits
his people to life, yet as he leads them into possession of it by the course of
good works. . . it is not strange that they are said to be crowned according
to their works, since by these doubtless they are prepared for receiving
the crown of immortality. . . they are elsewhere told to labour for the meat
which perisheth not (John 6:27), while they acquire life for themselves by
believing in Christ; and yet it is immediately added, that this meat “the
Son of man shall give unto you.” Hence it appears, that working is not
at all opposed to grace, but refers to pursuit, and, therefore, it follows
not that believers are the authors of their own salvation, or that it is the
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result of their works.13

I seek to construct an interpretation of this passage that will reflect (or at least not belie)

Calvin’s intentions and general Calvinist theology, and that will also motivate a potential

understanding of why FDT fails the irrational blackmailer problem.

Calvin argues that the idea that God rewards the good works of men is not in fact

reflective of a causative step, but rather demonstrative of the “order of sequence” in a

process of holiness through which men attain the achievement of good works. The immediate

interpretation is that once this process is set in motion through faith enabled by grace, good

works are a requisite task that good men perform, but do not constitute the manner of, nor

the reason for, their salvation. Works instead constitute a preparation for ascension. “By

exerting themselves in good works, they aspire to eternal life,” writes Calvin. His further

clarification renders more transparent this conception of works: “Working is not at all opposed

to grace, but refers to pursuit.” One might then diagrammatize Calvin’s understanding of the

relationship between election (the “Crown of Immortality”) and good works as the following

(Figure 4):

Admission to life Possession of life
Good works

Salvation
Belief in Christ

Crown of Im-
mortality

Prepares for

Enables

Figure 4 indicates that there exist two parallel courses toward election. The first course

consists of good works, which lead the men already inclined towards goodness to establish

13Calvin and Beveridge 1989, 505.
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“possession” of their earthly lives. The second is belief in Christ, which is itself the architect

of salvation. However, numerous problems abound in this parsing, the most critical of which

will now be discussed.

1. There is no reason to believe from the above diagram that both courses of election are

required. It looks like either one is sufficient—meaning that good works do ensure

salvation after all, a conclusion with which Calvin certainly disagrees. The opposite

fallacy is also present: faith directly leads to salvation, meaning that good works needn’t

occur. But Calvin claims that “whom he justified, them he also glorified” and that God

“leads [the elect] into possession” of life through good works. Therefore, this cannot be

an accurate representation of his opinion of soteriology.

2. Calvin believes in predestination; members of the elect are inclined to execute the very

faith and goodness that render them members of the elect because they have a built-in

predisposition to do so. This diagram does not at all account for the reverse direction

of causality—which is, if anything, more prominent in his theology than the forward

one.

The first problem alone deals a death blow to any assumption that the diagram above is an

accurate representation of the causal chains in Calvinist soteriology. The obvious next step is

to assume that the relationship between election and good works is iff. In order to do so, there

is a definitional shift that must be executed. The prior approach epitomized in 1 demonstrated

that a naive linear notion of causality will not suffice unless equipped with a Newcomblike

notion of “decision type.” Thus, we dispense with the “Crown of Immortality,” which can

be understood as a direct result of actions on earthly choice sets. We need a category such

as “membership in the elect,” which reflects an unchanging fact or predisposition about a

person, in line with “evidential decision theorist.” We note that “membership in the elect”

as an object of study here creates a clear difficulty: it is not manifest, and my entire purpose
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is to treat of observability. This problem, though, will not obtain immediately. We will treat

of it as it becomes relevant.

Here is a diagram positing an iff relationship between election and good works (Figure 5):

Election Good works

Causes the re-
ward of

Causes predisposi-
tion toward

Seeing as this option belies Calvin’s opinion that works do not cause salvation, another

possibility may be presented for exhaustion: grace is causative of both good works and

election. This maintains the convenient property of the iff to solve problem 2 above, and adds

a qualifier that will help to solve problem 1. We construct a diagram like this one (Figure 6).

Election Good works

reward of

predisposition toward

Grace

causes causes

Either of these approaches seems immediately to resolve the central issues in the convoluted

and atypical Figure 4, and adds a nice component of aesthetic symmetry to boot. But
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unfortunately, neither is sufficient. The notion that performance of good works is an indicator

that men are saved emerges blatantly from the above course of reasoning, but that would

imply that Calvin does not think that plenty of good works—even a significant proportion

of the good works done—are performed by people who are not members of the elect. If a

considerable percentage of the good works are done by non-elect, then good works are not a

reliable indicator of salvation, and cannot be parsed as a manifestation of the predisposition

caused by election. Yet Calvin spends a great deal of the Institutes explaining that non-elect

individuals do perform good works. With the causal chain presented as above, these two

claims—“good works are an indicator of salvation” and “many good works are done by those

who are not saved”—are in contradiction.

A better construction of Calvinist theology will produce a diagram that can solve for

all three of the issues: the two that make Figure 4 nonviable and the description of the

problem with 5 and 6. For this construction, I claim that “grace” viewed as an event of

W -type rather than Z-type fits Calvin’s understanding. This monadic interpretation will

clear up the confusion of the previous three diagrams. We will thus retrace the passage with

a straightforwardly soteriological lens. Those who perform good works are also (often) saved.

These two facts about the elect—their manifest works, and their salvation—are interrelated

only inasmuch as both have a unique sort of relationship with a third, invisible event: grace.

Perhaps the reason Calvin finds the salvation-by-works “heresy” so pervasive is because

individuals cannot see the operation of grace, and note only the earthly works and accordingly

those who perform them members of the elect.

Given that these two facts—good works and election—almost always occur together, their

causal association is only natural. One of the understandings I-III will be ascribed to them

unfailingly, but we have seen that I-III do not work. I argue that the relationship most closely

resembles V. We can visualize this through a monadic diagram. The combination of election

and good works that Calvin describes is created or permitted by the unseen vessel of grace,
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and individuals who receive grace are wont to be exalted by God for their earthly faith and

deeds. Exaltation by God constitutes glorification—the process through which one’s earthly

deeds become manifest to others. Thus we construct Figure 7 as an appropriate rendition of

the soteriological process as understood by Calvin.

Election Good works

Illuminates

Appearance of
causation

Appearance of
result

Grace

Illuminates

This understanding solves for the theological issue that election and good works, though

they are often observed together, need not occur together in the abstract—in Calvin’s

understanding, plenty of members of the reprobate perform good works, but others seldom

cognize that they are doing so. It also requires an important point regarding the observability

of election. It is expedient to write that when election is visible, it is seen as “virtue.” The

following slightly modified Figure 8 follows.
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Election
(mani-
fested
through
virtue)

Good works

Illuminates

Appearance of
causation

Appearance of
result

Grace

Illuminates

2.3.2 W -Type Events in the Real World

We see then that treating of W -type events has been considered part of an approach to

the philosophy of decision-making—at least when Calvin wrote his theological treatise five

hundred years ago. But is this kind of analysis coherent, let alone required, outside of a

religious understanding of decision-making? Here there arises an immediate disagreement

that shall be dispensed with: “The argument presented is a theological one; this kind of

interference doesn’t exist in the real world.”

This rebuttal is fallacious. I make no pretensions to expertise, but it seems that a causal

diagram for the famous Weizmann Institute experiment (Figure 9) looks very similar to the

above.
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Observer
watches ex-
periment

Particles
don’t be-
have as
waves

Allows

Unknown rela-
tionship

Appearance of
causation

Electronic
detector

Interference
(perhaps causal?
Unknown if pho-
tons go through
both slits)

The claim made in the relationship between electronic detector and the behavior of

particles—that this is perhaps causal, but by definition impossible to conclusively evaluate as

such—illustrates the premier difficulty when undertaking decision-making under the potential

interference of a W -type event. Here is a more graspable example in which one may arise:

FUNDING: Researchers at a university can apply for funding for projects. At the final step

in the funding approval process, they are asked to present a prospectus defense before an

academic panel. (The applicants who do not make it that far in the process are informed

via email of their elimination; all the applicants who receive the final screening are invited

to a dinner at which the award recipients are announced.) Due to the importance of the

final presentation, a preliminary screening can be sought to provide helpful feedback. Mr. B

has applied for funding for many projects. In cases where he integrated the criticisms of the

preliminary committee, he received an invitation to the final dinner, but was not an award

recipient. When he did not seek to integrate the preliminary criticisms, he was not invited

for the final presentation. Being invited for an interview is associated with his forming more

attachment to the funding (cf. Kahneman and Tversky).14

14Kahneman and Tversky 1982
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Salience causes Mr. B to render the following diagram, Figure 10.

I integrate
committee
criticisms

Rejection

Makes me seek
further criticism

Causes predisposi-
tion toward

In looking at this diagram, the decision-maker is likely to think his actions in consulting

the committee review are fallacious. In actuality, a more accurate diagram is this one,

Figure 11, and no such association exists. The salience-driven mindset of the decision-maker

constitutes a W -type event. Here, let W = “I pay more attention to my previous actions

when rationally inclined to think the stakes are high.”

Integrate
criticisms

Rejected

Makes me less likely to

Appearance of causation

W

attention to attention to
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2.3.3 Functional Decision Theory as W -Type

The Pascalvinist can perhaps escape his situation more easily than can Yudkowsky’s

Fiona. A Calvinist thinker is equipped of Figure 8; he knows that performing good works

does not render him part of the elect, and vice versa. Perhaps there is some analogy to

the “tickle defense” where, given Figure 8, he attempts to gauge whether others are paying

attention to his good works to see whether he is likely to be operating under W -type grace.

Generally, however, there does not seem to be a mainstream methodology for dealing with

this type of situation. It will be useful, then, to return to Yudkowsky and his Fiona. We will

analyze the common features of the types of scenarios in which she becomes trapped when

using FDT so as to establish at least some heuristic for when we might expect this W -type

interference to occur.

In line with Yudkowsky’s description of the functional decision theoretic response to

MECHANICAL BLACKMAIL, we can construct Figure 12 below. At first, Fiona reasons—just

as Yudkowsky describes—that in imagining a world in which FDT is the kind of decision

theory that refuses to pay the blackmailer, she imagines a world in which she never receives

mechanical blackmail.

Fiona thinks
“Fiona black-
mailed → won’t
pay up”

Fiona not black-
mailed

works as long as

Causes

The problem arises when we consider the following: functional decision theory is—in
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addition to being the decision theory Fiona espouses—the vantage point through which

she considers the outcomes of the decision-making process. This interference, I think, can

be understood as central to the reason FDT causes such a strange result in MECHANICAL

BLACKMAIL. FDT considered as a W -type state explains Fiona’s reasoning.

1. Fiona imagines a world in which FDT does not pay the blackmailer, and a world in

which it does.

2. Fiona realizes that in the former case, she will never be blackmailed, and in the latter,

she will often be blackmailed.

3. Fiona concludes that if she decides “FDT does not pay,” then if she ever receives

mechanical blackmail, the blackmailer will be irrational.

4. Fiona, if operating under some reasonable prior probabilities, realizes that if the

blackmailer is irrational, FDT pays the blackmailer.

5. Fiona recognizes that the juxtaposition of her having come to the previous conclusion

and her being unable to know who is sending her blackmail means that the real

blackmailer may begin regularly sending her mechanical blackmail, in which case it is

expedient for her to pay.

6. Fiona cannot conclusively decide not to pay the blackmailer.

What has happened in this sequence is that Fiona’s decision theory has worked as W -type:

“Fiona pays” and “Fiona pays iff blackmailer is irrational” occur together under the lens

of FDT. This consequence creates a problem because while each of the counterfactuals

evaluates fine in isolation, the decision process cannot resolve in the negative when they occur

simultaneously. Figure 13 demonstrates this problem; note its resemblance to Figures 7, 8, 9,

and 11.
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We compare this quirk of FDT to the reasoning Fiona undertakes in two other experiments

provided by Yudkowsky. First we return to the TWIN variant of the Prisoner’s Dilemma.

Interestingly, if we try to create the same counterfactual-engineered paradox, we quickly fail,

as seen here.

1. Fiona imagines a world in which FDT cooperates, and a world in which FDT defects.

2. Fiona realizes that in the former world, she will win $1 million; in the latter, $1, 000.

3. Fiona concludes that if she cooperates but does not receive $1 million, her psychological

twin will not be using FDT properly.

4. Fiona discards this possibility by the definition of psychological twin.

5. Fiona decides to cooperate.

XOR Blackmail

Now consider for another comparison the thought experiment of Soares and Fallenstein

titled “XOR Blackmail,” which Yudkowsky also reproduces in his text.
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An agent has been alerted to a rumor that her house has a terrible termite
infestation that would cost her $1, 000, 000 in damages. She doesn’t know
whether this rumor is true. A greedy predictor with a strong reputation
for honesty learns whether or not it’s true, and drafts a letter: “I know
whether or not you have termites, and I have sent you this letter iff
exactly one of the following is true: (i) the rumor is false, and you are
going to pay me $1, 000 upon receiving this letter; or (ii) the rumor is
true, and you will not pay me upon receiving this letter.” The predictor
then predicts what the agent would do upon receiving the letter, and
sends the agent the letter iff exactly one of (i) or (ii) is true. Thus, the
claim made by the letter is true. Assume the agent receives the letter.
Should she pay up?15

Again, we trace Fiona’s reasoning according to FDT.

1. Fiona imagines a world in which FDT does not pay the XOR blackmailer, and a world

in which it does.

2. Fiona realizes that in the former case, she will get the letter only when she has termites

(e.g. rarely), and in the latter, she will get the letter anytime she does not (e.g. very

often).

3. Fiona concludes that if she decides “FDT does not pay,” then if she gets the letter and

does not have termites, then the blackmailer is irrational, but she gains nothing by

paying. If she decides “FDT pays,” then if she gets the letter and does have termites,

she still gains nothing by paying.

4. Fiona decides not to pay the blackmailer.

We have now seen two cases in which the counterfactual that seems intuitively “wrong”—the

one that violates subjunctive dependence and has the potentiality to force a change in deci-

sion—is not a problem for FDT. In the former of these, the potential negative eventuality is

for all intents causally downstream from using FDT, and in the second it is not. The latter

15Yudkowsky and Soares 2017, 24.
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case reiterates Yudkowsky’s defense of FDT: in XOR BLACKMAIL, an FDT user and a CDT

user have different counterfactuals (Fiona, if asked “What if you had paid?” would respond,

“I wouldn’t have received blackmail then”; “Carl,” the causal decision theorist, would respond

“I would’ve lost more money”). This imagined exchange highlights the notion of the “wrong”

counterfactuals; Fiona actively avoids the counterfactual “FDT doesn’t pay AND I receive

blackmail.”

But Yudkowsky’s dwelling on this point misses a more important one. For each of

these two situations there exists a unique, intuitive reason why “Fiona ignores the wrong

counterfactual” and “Fiona considers the wrong counterfactual” provide equivalent outcomes,

which they fail to do in the Mechanical Blackmail. The reason why the two evaluate

identically in XOR BLACKMAIL, ironically, is not the XOR. It’s the fact that the termite

problem is causally upstream of the letter—not a very sophisticated reason, and certainly

not the one Yudkowsky emphasizes. We can see this clearly by “Mechanical Blackmail-izing”

XOR BLACKMAIL, removing the salient difference between the two. Imagine that instead of

drafting a letter telling Fiona that not paying meant she had termites, the XOR blackmailer

had drafted one threatening to release one million termites into Fiona’s home if she did not

pay up within 24 hours, and sent it off iff Fiona were the type of decision-maker who would

pay. Immediately, then, the “wrong” counterfactual would become highly relevant: for Fiona

to imagine saying no produces the same contradiction as it does in Mechanical Blackmail.

This is to say: the fact that the termites exist or do not exist before the letter is the only

important difference between XOR and Mechanical Blackmails.

In TWIN, the salient fact is indeed the XOR. The manner in which Fiona most strictly

diverges from the causal decision theorist is in her refusal to admit the “impossible” coun-

terfactual in an XOR situation, which is perhaps the best quality of evidential decision

theory. The other prisoner is Fiona’s psychological twin iff the other prisoner acts the same.

Fiona will one-box iff she was predicted to do so. Pushing Fiona to consider the impossible
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counterfactual as we have done only makes her more blatant in her dismissal of it. This

makes it all the more surprising that in Mechanical Blackmail-like problems, she does not

dismiss this “impossible” counterfactual.

2.3.4 Why FDT Goes Wrong

One is disposed to feel strongly that Fiona is correct to dismiss the “wrong” counterfactual

in TWIN, and, as I implied earlier, in NEWCOMB. This intuition demonstrates precisely where

the problem lies. As stated previously, to consider MECHANICAL BLACKMAIL necessitates that

Fiona imagine having received blackmail. This vantage point renders her decision options

salient, because if Fiona does not receive blackmail, there is no need for her to consider her

response to it—but if she does, she must consider the counterfactual “Fiona does not pay

AND Fiona receives blackmail.” In Newcomblike problems, the question of whether one can

expect to face the decision step (“cooperate” or “defect”) in real time does not affect the

salience one ascribes to the choices. In MECHANICAL BLACKMAIL, however, the “pay” or “not

pay” action steps can be taken only after acknowledging “I receive blackmail,” which in turn

supposes “I am of the decision type to receive blackmail” or else “I am not of the decision

type to receive blackmail, and there exists an irrational blackmailer,” as shown in Figure 14

below. This is the manner in which I claim that my analysis of FDT “reflects poorly” on the

original gedanken. Indeed, my criticism is directed not as keenly toward FDT as it is toward

MECHANICAL BLACKMAIL. When using functional decision theory, one can commit to being

of the decision type that does not pay only after imagining not paying—but in MECHANICAL

BLACKMAIL, for a decision-maker to imagine not paying requires him to imagine that there

exists a blackmailer who would blackmail him anyways.
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The fact that Fiona does not run into the same paradox in TWIN is illustrative of the

fact that the salience of the counterfactual in MECHANICAL BLACKMAIL largely has to do with

the visibility of her decision-making process. The blackmailer and any other prospective

blackmailers have full access to the logical conclusions of FDT as it relates to Fiona in a

manner that interferes uniquely with what Fiona can expect to befall her, but in TWIN, only

Fiona and her twin are responsible for the outcome. Her decision theory cannot properly

be said to have caused the problem, but to have permitted or perhaps rendered visible the

problem. We can conclude, then, that these “wrong” counterfactuals, if they obtain, mean

that

1. There exists an irrational actor16 in a decision paradigm where otherwise FDT would

work fine; and

2. The existence of this actor makes a different choice—the one that wasn’t in line with

FDT before—more expedient under FDT.

16“Irrational” is a sufficient but not necessary condition; cf. the point about the version of the XOR
Blackmail that FDT would fail. The actor need not be irrational; he need only be “non-rule-following” in
terms of the parameters of the gedanken.
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In TWIN, the second point here is absolutely true, but the first fails; in XOR BLACKMAIL,

these facts are reversed. We conclude the following necessary facts about any situation in

which we can expect FDT to self-contradict:

1. The paradigm admits interference by an additional actor; and

2. Actions taken by this actor are causally upstream of FDT valuations.

Ultimately, this further solidifies the notion of FDT as W -type: it is only under FDT

that only the combination of these two facts creates a problem.
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Chapter 3

Paradoxes of Soteriology and

Knowledge: Catholicism in the

Thought Experiment

3.1 Risks and Rewards

3.1.1 The Parable of the Talents

Among Jesus’ many parables recorded in the Gospels is the parable of the talents, from

the Gospel of Matthew. It is reproduced here:

A man. . . called his servants and entrusted his wealth to them. To one
he gave five talents of gold, to another two talents, and to another one
talent, each according to his ability. Then he went on his journey. The
man who had received five talents went at once and put his money to
work and gained five more. So also, the one with two talents gained two
more. But the man who had received one talent went off, dug a hole in
the ground and hid his master’s money. After a long time the master of
those servants returned and settled accounts with them. The man who
had received five talents brought the other five. “Master,” he said, “you
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entrusted me with five talents. See, I have gained five more.”
His master replied, “Well done, good and faithful servant! You have

been faithful with a few things; I will put you in charge of many things.
Come and share your master’s happiness!”

The man with two talents also came. “Master,” he said, “you entrusted
me with two talents; see, I have gained two more.”

His master replied, “Well done, good and faithful servant! You have
been faithful with a few things; I will put you in charge of many things.
Come and share your master’s happiness!”

Then the man who had received one talent came. “Master,” he said,
“I knew that you are a hard man, harvesting where you have not sown
and gathering where you have not scattered seed. So I was afraid and
went out and hid your gold in the ground. See, here is what belongs to
you.”

His master replied, “You wicked, lazy servant! So you knew that I
harvest where I have not sown and gather where I have not scattered seed?
Well then, you should have put my money on deposit with the bankers,
so that when I returned I would have received it back with interest. So
take the talent from him and give it to the one who has ten. For whoever
has will be given more, and they will have an abundance. Whoever does
not have, even what they have will be taken from them. And throw that
worthless servant outside, into the darkness, where there will be weeping
and gnashing of teeth.”1

The parable of the talents is one of the most famous, and has generated exhaustive and

profound commentary relating to the condemnation of the final servant. The exegetical

consensus is that Jesus intended for the last servant’s attribution of selfishness and property

seizure to his master to be interpreted as a lie to obfuscate the true reason for his failure: a

lack of motivation to serve the master.

Yet there is a perhaps more interesting analysis of the third servant. The motivation to

search for one is the anomalous setup of the parable, which violates the Rule of Three. In

the parable of the talents, there exist three servants, but only two meaningfully different

outcomes. While there is an important distinction between Servant 1 and Servant 2 in that

the second receives less gold to invest, this difference does not manifest as significant in the

parable. Behaviorally, Servants 1 and 2 are isomorphic, and teleologically, the master treats

1Matthew 25:14-30.
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them identically.

What, then, of the possibility in which one of the first two servants receives a loss instead

of a return on his investment? This is seemingly a crucial counterfactual that the parable

ignores. Given that the two scrupulous servants invested the talents in economic pursuits

that could have gone awry, they might have lost the talents in the process. As Jesus intended

for his parable to represent a situation allegorical for living the pious life, there are three

possible explanations for why he did not reveal the counterfactual:

1. In this counterfactual (in which a servant lost his money), the master still would have

received him with rejoicing; thus, the counterfactual is not important.

2. In this counterfactual, the master would have rebuked the servant; this would have

made the story less compelling.

3. This counterfactual is unimportant for the allegorical interpretation of the story; it is

impossible to lose by investing spiritual capital.

The final option seems the most likely of the three, but consider, at least momentarily, the

others. While the master’s criticism of the servant is a fair point—if the servant had a high

enough credence that he would be punished if he did not grow the investment, he ought to

achieve the activation energy to invest the talent—the implications for decision-making under

risk are paramount. In 30 A.D., a talent of gold was worth about two years’ salary for a

skilled laborer. For the servants to invest such a great sum carried clear risks, especially since

the money did not belong to the servants themselves. A conservative use of decision theory

would demand burying the talents as the third servant did: in the absence of a clear heuristic

regarding the permissibility of risk-taking with items that do not belong to us, burying the

talents is the safest choice. Any paradigm under which investing is feasible requires a utility

theory and an understanding of safety, and a manner of connecting the two.
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Expected utility is risk-neutral; a high-risk algorithm and a low-risk algorithm with the

same average payoffs will integrate to the same expected result. One might establish a

salience-oriented theory to determine how marginal a difference in risk must be to justify

preferencing a more risky option over a less risky one, but in general, expected utility and

risk can be regarded as conceptually orthogonal.

My claim here is that before one can decide how risky a decision is, one must understand

a variable I will call the “symmetric span of the decision matrix.”

Definition 3. The symmetric span of a decision matrix D is the absolute value of the most

extreme negative utility value in D.

I define the symmetric span in this manner such that it does not discriminate between

the following four lotteries:

1. A lottery that has a .5 probability of returning −10 and a .5 probability of returning

+10,

2. A lottery that will uniformly return a real number between −10 and +10,

3. A lottery that has a .01 probability of returning −10 and a .99 probability of returning

+10, and

4. A lottery that has a .5 probability of returning −10 and a .5 probability of returning 0.

Symmetric span is not intended to constitute the sole variable on which the choice to

engage in a lottery will depend. For instance, Lottery 3 is significantly more attractive than

Lotteries 1 or 2, which are in turn significantly more attractive than Lottery 4, yet the

symmetric spans of the four are identically 10. Instead of providing a methodology to decide

which of these lotteries should be entered, the introduction of symmetric span is meant to

separate the question of decision-making under risk into two parts:
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1. How terrible a world can obtain?

2. What is the likelihood that a bad possible world will obtain?

Expected utility eliminates Lottery 4 before any consideration of risk is needed, and

Question 2 separates Lotteries 1 and 2 from the more favorable Lottery 3. But all the lotteries

are identical with respect to Question 1. The likelihood of the occurrence of each element

of the matrix can be brought into the calculus only after answering the binary question of

whether it is present. Therefore, I establish the symmetric span as a notion unrelated to

probability.2

3.1.2 Infinities

The St. Petersburg Paradox

Jesse Garcia of Texas A&M University describes a well-known paradox in decision theory,

one of many that—like Pascal’s Wager—demonstrates the strange behavior of expected utility

theory when infinities are at play.

The paradox known as the St. Petersburg Paradox is obtained by a simple
coin flip game. The rules are simple: keep flipping until you get tails. If
your first flip is a tails, then you win $2; if your first tails is on the second
flip, then you win $4; if your first tails is on the third flip, you win $8, etc.
More concisely, if your first tails is on the kth flip, then you will win $2k.3

The St. Petersburg game creates an immediate difficulty when considered through the

2It can be considered unrelated until we account for statistical entropy. Both are obviously related to
it: the lower the average probability of an outcome, the higher the entropy; as entropy increases across a
symmetric distribution, risk lowers (in that new, less extreme outcomes pop up on both the good and bad
sides). Much like von Neumann eigenfunctions, probability and risk can be treated as independent, but they
certainly are not unrelated.

3Garcia 2013, 3.
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lens of expected-utility theory. In the standard formulation, we can write

E(X) =
∑
ω∈Ω

P(ω)W (ω)

=
∞∑
k=1

2k

(
1

2k

)
=
∞∑
k=1

1

=∞

where Ω is the set of possible events and W (A) is the payout of event A. But this expected

utility calculation implies that a participant should be willing to pay any finite quantity of

money to play the game, which is experimentally false. This counterintuitive result motivated

Daniel Bernoulli and other statisticians to develop a more sophisticated theory of expected

utility accounting for the diminishing marginal return of growing wealth and probability

weighting. In the years since, mathematicians have provided solutions that demonstrate why

the St. Petersburg conclusion is so counterintuitive using probability theory, statistics, and

measure theory. A layman, however, can understand one explanation of why the paradox

is generated: it is impossible for the game to actually exist as described, because at some

point, the establishment offering the game would run out of its (finite) money. Thus the sum

cannot be regarded as truly infinite.

Problems like the St. Petersburg Paradox spark interest in mathematical finitism. Finitism

does not constitute a rejection of infinity per se, but rather a conviction that the consideration

of infinite objects can be ill-defined or misleading, especially given that the real objects

mathematical operations seek to describe tend to be finite. In theology, however, the existence

of the infinite is a foregone conclusion. Infinite risks and rewards are not a St. Petersburg-

esque trick in the Catholic paradigm, but rather a constant reality. As such, a Catholic
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decision-maker ought to invoke a theory of salience, subscribing perhaps to a few key premises:

1. With all else finite, infinite things are salient;

2. With multiple infinities in a decision matrix, the greatest infinities (sorted by ordinal

numbers and well-orderings) are salient, meaning that:

(a) uncountable infinities achieve salience over countable infinities;

(b) infinities of a superior good achieve salience over infinities of an inferior good (e.g.

infinite money < infinite DALYs).

However, a quick glance at a thought experiment will demonstrate that any orderings

emerging from these criteria are very weak.

3.1.3 The LHC Gedanken

Consider the following thought experiment.

LARGE HARDON COLLIDER (LHC): The Large Hadron Collider has been built, and you

are in charge of it. The purpose of the LHC is to foment high-energy collisions between

molecules for physics research. Approximately one quadrillion (1015) such interactions take

place per second. Each time that such an interaction occurs, there is a one-vigintillionth

(10−63) probability that it will create a microscopic hole which will instantaneously absorb the

observable light-cone of the universe (which you consider to be a penalty of −∞). Therefore,

each second there is a 10−48 probability that the known universe will be destroyed; each year

there is less than a 10−40 probability of it; each century there is a probability under 10−37 that

this will occur. Should you shut down the LHC?

With these infinitesimally small numbers, there is a very small chance (< 10−25) that a

black hole will be created this way within the lifespan of the observable universe (on the

order of 1010 years). If you choose not to shut down the Large Hadron Collider, you will
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almost assuredly not bring about the destruction of the universe. The world will be much the

same, except for the prohibition on physicists from running their (often very useful) atomic

experiments.

From an expected utility standpoint, however, it is obvious that if you regard the utility

value of the universe as infinite, you should shut down the LHC regardless of how negligible

the probability of its creating a black hole is. The weak ordering system I outlined above

includes as an axiom that infinities are greater than finitudes. From the thought experiment

above, we see no positive reason to permit the LHC to continue to exist—at least no reason

comparable in scope to the infinite risk it generates. But this conclusion is unhelpful if we

slightly alter the gedanken:

LHC KNOWLEDGE: In addition to the very unlikely possibility of its creating a black hole, the

Large Hadron Collider might, with probability 10−48 per second, engineer a particle collision

that would alter the human landscape so as to produce technological knowledge of utility +∞

to you. Should you shut down the LHC?

Now all we learn from computation is that assigning values of plus or minus infinity utility

willy-nilly can destroy the expediency of expected utility theory. Note that the probability

distributions for the two version of the gedanken have identical symmetric spans, so any

ordering between them must be done on a probabilistic basis. However, an expected utility

theorist working from the conservative set of axioms I provided has only a weak approach:

he may rule one way or another by employing a categorization mechanism, deciding that

a unit of existence-utility is greater than or less than a unit of knowledge-utility. It seems

certain that if shutting down the LHC in KNOWLEDGE is correct, then the LHC must be shut

down in LHC as well, as the positive yield in KNOWLEDGE is strictly larger and the symmetric

spans are the same. This ordering may provide us some hope; nonetheless, any conclusion a

decision-maker might develop would certainly be controversial, and more generally, it seems

unnatural to decide whether to shut down or retain the LHC on the basis of the importance
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of knowledge.

My intuition is that a decision maker in the gedanken should shut down the Hadron Collider,

even in KNOWLEDGE. The difficulty lies in justifying this sensibility without mistranslating it

as the incorrect claim “any decision with some chance of yielding infinite loss should not

be made,” or even as the related and also incorrect claim “the decision with the greatest

chance of yielding infinite loss should not be made.” My argument regarding why this is an

insufficient principle will consist of a progression of two similar thought experiments, the

consideration of which encourages reader responses after the Allais Paradox style. First is

the following gedanken, in which a threat independent of the LHC is introduced.

LHC THREAT: You are again in charge of the Large Hadron Collider, and the world in

which the LHC exists still has roughly a 10−25 probability of imploding over the lifespan of the

universe. Now, however, black holes also spontaneously arise outside of the Hadron Collider

with small positive probability, such that the world in which the LHC is not running has an

almost identical probability on the order of .999× 10−25 of being destroyed by a black hole.

Should you shut down the LHC?

Some readers—even those who previously agreed that the LHC should be shut down—may

initially believe that the LHC should not be shut down in THREAT, the reason being that the

probability of destruction of the universe is almost identical whichever action the decision-

maker takes, and therefore the LHC option (in which some knowledge is also gained) dominates

over ¬LHC. The problem with this reasoning is that the probabilities of destruction in LHC

and ¬LHC were also nearly identical in LHC and KNOWLEDGE. In fact, one might argue that

the variance between the differences in the two experiments is negligible—if the reader is

willing to ignore the difference between the probabilities of implosion for LHC and ¬LHC

in THREAT, he should also be willing to ignore the difference between the differences in the

probabilities of the two experiments (LHC −¬LHC in THREAT minus LHC −¬LHC in the

original LHC). Whatever the reader chose in the previous gedankens is what he should choose
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here.

We consider another slightly modified version of the LHC thought experiment, which will

give us more trouble:

ANGEL LHC: The probabilities of destruction by the Large Hadron Collider are the same as

in the original LHC gedanken. Now, however, there are two key additions:

1. As in THREAT, black holes spontaneously arise outside of the Hadron Collider with small

positive probability; and

2. There exist molecules known as “angel molecules,” which have the special property that

when two angel molecules collide, they neutralize any simultaneous fast-growing black

holes in the surrounding universe.

The LHC collides angel molecules in addition to regular ones, with some regularity. Because

of the LHC’s active role both in causing and in eliminating the risk of universe implosion,

turning on the Large Hadron Collider will result in a 10−25 probability that the known universe

will be destroyed by a black hole, while shutting it down will result in a slightly smaller

probability on the order of 9.99× 10−26 that the universe will be destroyed by a black hole.

Should you shut down the Large Hadron Collider?

Based on personal communications, I have surmised that people with no background

in decision or probability theory tend to feel much more sympathetic to the existence of

the LHC in ANGEL than in the other three. This idiosyncrasy strikes me as calling for an

explanation. Intuitively, symmetric span and probability “partition” the differences between

any two lotteries, but ANGEL and THEAT are no different in either of these capacities. The

selection of ANGEL as the unique case in which the LHC should be allowed to remain running

seems vaguely Allais-like in the sense that a preference reversal has occurred with very little

explanation, save for facts about the situation that appear irrelevant but may in fact be

salient.
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The obvious candidate for such a fact is the ability of the LHC to prevent some black

holes from arising, as the only diference between ANGEL and THREAT is the relationship the

LHC has to the black holes that occur outside of it. This propensity should be expanded

into a justification for a no-LHCer from LHC or even THREAT to believe that the LHC should

be constructed in ANGEL. It must be relevant that the Angel LHC is somehow productive in

preventing instantiations of the very problem that leads someone to doubt its viability in the

first place. To examine this concept more carefully, we turn to Catholic theology.

3.2 Soteriology

3.2.1 Mary

Catholics are known for their unique devotion to the Virgin Mary, who constitutes the

subject of four central doctrines of the Church. The analysis of her role in theology is known

as Mariology, a religious discipline spanning history and philosophy. According to Pope John

II, Mary has the “deepest knowledge of the mystery of God’s mercy” out of all humans.

He adds, “She knows its price, she knows how great it is” [sic].4 This emphasis on the

fact that Mary’s special status has much to do with the particular things she “knows” is

pronounced throughout Catholic theology. According to the Document on Missions, “through

the intercesson of the Virgin Mary. . . the nations may be led to the knowledge of the truth as

soon as possible” (emphasis mine). The Catholic catechism repeats this focus in its discussion

of proper Christian prayer:

The first [movement of prayer] “magnifies the Lord” for the “great things”
he did for his lowly servant [Mary] and through her for all human beings;
the second entrusts the supplications and praises of the children of God
to the Mother of Jesus, because she now knows the humanity which, in
her, the Son of God espoused.5

4Gulley 2003, 158.
5Ibid
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Catholics “entrust” their petitions and praises to Mary because she understands “the

humanity which, in her, the Son of God espoused.” In other words, Mary is a liminal point: a

completely non-divine human with a unique access point to the divine, and this access point

stems precisely from her and Jesus’ “humanity.” The importance of Mary in Catholicism

has everything to do with knowledge. In a paradigm where all other humans have faced

uncertainty regarding the nature of God, Mary constituted during her life and continues to

constitute now a vantage point that has a unique, visceral association with and knowledge of

the Lord.

Mary, however, is only one source of the Catholic interest in knowledge of God. Catholics

are told to follow the words of the book of Romans:

We do not know what we ought to pray, but the Spirit himself intercedes
for us with groans that words cannot express. And he who searches our
hearts knows the mind of the Spirit, because the Spirit intercedes for the
saints in accordance with God’s will.67

Catholics “do not know” how to pray from purely earthly experience; it is therefore that

they trust their prayers to the Holy Spirit and to Mary. It is motivational, then, to consider:

whence the interest in the particular kinds of knowledge Mary (and the Holy Spirit) can

provide? The Catholic kind of uncertainty regarding which signs to follow has already been

discussed in Chapter 1, but the introduction of a Catholic aporia regarding the nature of

prayer in general requires further explanation. It is clear why Mary and the Holy Spirit

are considered competent in the venue of prayer for salvation; it is more opaque why such

intermediaries are required at all. This Catholic modesty as regards soteriology will here be

discussed.

6Rom 8:26–27.
7Gulley 2003, 163.
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3.2.2 Damned If You Do, Damned If You Don’t

One attribute Catholics and Protestants have in common is a reluctance to speak outright

about soteriology. But while Calvinists, as discussed earlier, possess an intuitive barrier

against ruminating over their own soteriological statuses, the Catholic brand of humility

discourages believers from drawing conclusions about salvation writ large. Few soteriological

treatises exist within Catholicism, and the history of the Church’s relationship with the

doctrine of salvation is a fraught one, obfuscated by centuries of indulgences, pilgrimages,

and ten-headed masses.

Therefore, we will have to step outside the canonical bounds of religious text to explore

the Catholic view of soteriology. Despite the fact that Dante Alighieri’s Divina Commedia

is not a religious text per se, it is an important work that presents itself as and has been

received as largely Catholic, regardless of its somewhat heterodox theological implications.

More importantly, its content is entirely concerned with soteriology.

In Inferno, Dante and Virgil meet a former politician and Franciscan named Guido

da Montefeltro in the bolgia of counsellors of fraud. Guido’s story is an unfortunate one,

reproduced here.

The prince of the new Pharisees, who then
was waging war so near the Lateran—
and not against the Jews or Saracens,
for every enemy of his was Christian,
and none of them had gone to conquer Acre
or been a trader in the Sultan’s lands—
took no care for the highest office or
the holy orders that were his, or for
my cord, which used to make its wearers leaner.
But just as Constantine, on Mount Soracte,
to cure his leprosy, sought out Sylvester,
so this one sought me out as his instructor,
to ease the fever of his arrogance.
He asked me to give counsel. I was silent—
his words had seemed to me delirious.
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And then he said: “Your heart must not mistrust:
I now absolve you in advance—teach me
to batter Penestrino to the ground.
You surely know that I possess the power
to lock and unlock Heaven; for the keys
my predecessor did not prize are two.”
Then his grave arguments compelled me so,
my silence seemed a worse offense than speech,
and I said: “Since you cleanse me of the sin
that I must now fall into, Father, know:
long promises and very brief fulfillments
will bring a victory to your high throne.”
Then Francis came, as soon as I was dead,
for me; but one of the black cherubim
told him: “Don’t bear him off; do not cheat me.
He must come down among my menials;
the counsel that he gave was fraudulent;
since then, I’ve kept close track, to snatch his scalp;
one can’t absolve a man who’s not repented,
and no one can repent and will at once;
the law of contradiction won’t allow it.”
O miserable me, for how I started
when he took hold of me and said: “Perhaps
you did not think that I was a logician!”
He carried me to Minos; and that monster
twisted his tail eight times around his hide
and then, when he had bit it in great anger,
announced: “This one is for the thieving fire”;
for which—and where, you see—I now am lost,
and in this garb I move in bitterness.8

After years as a military strategist, Guido da Montefeltro, a member of the nobility of

Urbino, has joined the Franciscan order. Montefeltro’s previous political expertise prompts

Pope Boniface to seek his advice in Boniface’s siege against the Colonna family. Montefeltro is

reluctant to give this political “counsel,” finding Boniface’s request ridiculous, even “delirious.”

Boniface, however, convinces Montefeltro that the latter is immune from the penalty of any

sin inherent to the provision of this insight: as the Pope, Boniface holds “the power/to lock

8Alighieri and Mandelbaum 1980, XXVII.
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and unlock Heaven,” he claims, and can use this power to “absolve [Montefeltro] in advance”

for any malintent in his counsel.

Feeling that holding his tongue is “a worse offense than speech,” Montefeltro provides

Boniface with guidance that is indeed malintentioned. By encouraging Boniface to use “long

promises and very brief fulfillments” (Durling translates this as “a long promise with short

keeping”9), the Franciscan implies Boniface should promise amnesty to the Colonnas, only

to reverse course and attack once they have emerged from their fortress. This advice is an

enjoinder for Boniface to commit deception. As Boniface’s advisor, Montefeltro is thus a

fraudulent counselor: an individual who counsels another to engage in duplicity or malice.

Despite the seriousness of this sin, Montefeltro is not worried about the soteriological state

of his soul once he has committed it. He believes that Boniface has already “cleanse[d]” him,

and upon his death, he is greeted by Saint Francis, which is more or less what he expected.

Then, however, Montefeltro’s expectations are proven wrong: “one of the black cherubim”

has also come to lay his claim to Montefeltro’s soul. The black cherub’s rationale is quite

striking:

Don’t bear him off; do not cheat me.
He must come down among my menials;
the counsel that he gave was fraudulent;
since then, I’ve kept close track, to snatch his scalp;
one can’t absolve a man who’s not repented,
and no one can repent and will at once;
the law of contradiction won’t allow it.

The defense the black cherub provides for Hell’s claim to Montefeltro is sophisticated.

Since giving the fraudulent counsel, Montefeltro has not repented. Although Boniface

allegedly absolved Montefeltro, the cherub argues that this absolution was illegitimate: “one

can’t absolve a man who’s not repented.” The cherub then claims that it is impossible for

Montefeltro to have repented at the time of his absolution, because “no one can repent and

9Alighieri and Durling 2011
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will at once.” For Montefeltro to have repented for his sin even as he committed it would

be a “contradiction”; if his contrition were sincere, he would not have proceeded to provide

the counsel. Montefeltro is judged and condemned, finding himself finally in the eighth

bolgia—deeper in Hell than the slot reserved for Boniface himself.

There seems to be something very unfair about what has happened to Montefeltro. He

seems to have been tricked (albeit unintentionally) by Boniface and exploited by demons—an

ironic fact, since his condemnation is for fraud. St. Francis, however, did come to take

Montefeltro to Heaven, which indicates that Montefeltro was not altogether abandoned by

the divine. Unfortunately for Guido da Montefeltro, Francis was philosophically outgunned

by the black cherub, the reasonableness of the basis of which we will now examine.

The fact that one cannot will to sin and repent for the same sin simultaneously is not

immediately apparent. It requires accepting that to repent precludes one from concurrently

sinning. This latter claim, however, follows from the understanding that genuine repentance

includes contrition for the act of sin itself, not merely for the consequences of the sin.

If repenting demands regret for a sinful action, it is clear that one cannot repent while

committing the same sinful action for which one is repenting.10 Guido da Montefeltro was

unlucky enough to be caught in the crosshairs of a dilemma of intentionality.

We have now established a general principle of contradiction between simultaneous will

(an intent) and repentance (a counterintent). What, if anything, separates this case from the

case in which an individual chooses to perform a sin for which he knows he can repent at a

later time, relying on that contingency of repentance to exonerate him in the future? Rather

than simultaneously sinning and repenting, such an individual is simultaneously sinning

and intending to repent. More specifically, his intent to sin at all is enabled only by his

intent to repent—his certainty that it is possible to repent later. Is it feasible, then, for this

10To make this claim more emphatic: if it is not the case that genuine repentance requires contrition for
the action of sin itself, then it is possible to simultaneously will sin and repent for sin: one’s will to sin can
consist only in a desire to undertake the action.
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individual to ever feel genuine repentance for his sin? Can he truly rue both the act itself

and the consequences once he has acknowledged that there exists the escape clause of future

repentance, which will spare him the deserts of sin?

Ruing the consequences of sin is not equivalent to ruing the act. Given that a decision-

maker enjoys sinning (and thus has no immediate impetus to regret performing a sinful act),

the only avenue through which he can reach genuine repentance for the act of sin is by his

understanding that it has harmed his soteriological, rather than earthly, status. However, an

individual who plans to repent later is fully aware that this repentance will bring exoneration;

therefore, he has no reason to suspect that his sin has harmed his relationship with God in a

manner that would lead him to regret the act.

It seems, then, that if an agent commits a sin for which he knows he can later repent, and

for which he intends to repent, he cannot sincerely regret it. According to the Montefeltro

case, then, his repentance is incomplete, and his absolution illegitimate. From the assumption

that repentance is possible, we seem to have derived that repentance is impossible: one can

repent only if he cannot repent.

Attacking this paradox from the opposite direction seems to reverse it. We began with

the case of a decision-maker who intends to sin only because he knows it is possible to repent

later. On the basis of what has just been established, however, such an agent clearly does

not know it is possible to repent later: things can only be said to be known if they are true,

and from the above logic, it has been shown false that the agent can genuinely repent in the

future.

Imagine then that the sinful decision-maker is reading along with my argument. Noting

that his precise motivation toward sin was the possibility of later repentance, he has now

been made aware (and indeed knows) that he cannot later repent. As such, he has plenty to

regret in the act of sin itself. If he cannot genuinely repent, he has irreparably damaged his

relationship to God and wrought upon himself his inherent damnation. This fact, inherent
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about his act of sin, is motivation to express sincere contrition for it. So the agent can repent

and be absolved. We now have that one can repent if and only if he cannot repent.

This calculus has worsened the paradox. It seems now that neither “sins that are

redeemable” nor “sins that are irredeemable” constitutes a viable category. But in Catholic

theology, sin certainly exists, so we have gone wrong somewhere. Let us review what the

black cherub tells Francis and Guido:

1. Absolution requires repentance.

2. One cannot repent and will simultaneously.

3. Therefore, Boniface’s absolution of Guido was illegitimate.

Being a Franciscan, Montefeltro cannot have particularly enjoyed counseling Boniface.

From his description of the situation, anyways, he seems to have been deeply uncomfortable

acceding to Boniface’s wishes. It is not true to claim of Montefeltro that his sin was not

“redeemable.” There is no evidence from the text that the incompatibility of concurrent will

and contrition precludes further, genuine repentance after the fact. Guido da Montefeltro

was condemned because he did not later repent for his fraudulent counsel (due to the fact

that he erroneously assumed he had already been absolved for it).

“Redeemable” is a qualifier that can be applied not to sin, only to people in the context of

sins, post hoc, accounting for whether they have repented. The fact that absolution requires

repentance implies that redemption is posterior to repentance, which means that considering

sins repentable or not begs the question. The problem is not that “sins for which one can

repent” and “sins for which one cannot repent” are congruous as categories. There has

been a sleight of hand here, almost imperceptible yet crucial. The categories that caused

contradiction were “sins for which one knows/does not know one can repent.” The word

“know” has destroyed the meaning of the original phrases.
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This is wildly counterintuitive. Given that all sins can be absolved and absolution requires

repentance, we can conclude that all sins fall into the category “sins for which one can repent.”

The existence of the previous sentence of this paper—in which I provide a logical argument

forwarding such a conclusion—implies that it is possible for individuals to know, in real time,

of the fact that all sins can be repented for. More emphatically: all sins are sins for which a

decision-maker can repent, and the decision-maker can (and indeed should) know that. Why,

then, cannot we state that all sins are “sins for which one knows one can repent”? How can

moving the word “know” to a different location in the sentence change the size of the set it

describes from enormous to empty?

We deduce from the Toxin Puzzle that when will or intent is involved in a decision, the

“knowledge” that one can perform an action may affect the action options available to the

decision-maker. It would be easy (and wrong) to write off the confusion as one more strange

idiosyncrasy of decision-making under uncertainty. While the claim “You never know it will

be possible for you to repent; you might die at any time” is an attractive solution, it is a

naive one; I do not think this paradox has anything to do with uncertainty. Mere confidence

or suspicion that one can achieve a feat may accomplish the same refractory effect.

This paradox is not one I will claim to have solved. It is, however, delightful motivation

for bringing the Catholic understanding of intentionality to the thought experiments of the

previous section.

3.2.3 The Montefeltro Metric

We return for comparison to the LHC experiments. On what basis can we decide which

iterations of LHC are admissible? Is there any sense in which we can formally decide whether

infinite knowledge is “worth” the negative infinite utility of the danger? And given that the

relevant factors of the last three LHC gedankens are identical, is there any reason to prefer

some of them to others?
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One helpful idiom is “[N]o one can repent and will at once.” If the world is destroyed

by a microscopic black hole, there will be no world to study. There is a sense in which

this indicates that the choice not to shut down the LHC in the original LHC gedanken is a

contradiction. The ascertainment of knowledge is empirical, and in particular, the knowledge

gleaned from the Hadron Collider consists of phenomenal data. Without data, there can

be no studying; the empirical ends of the LHC (knowledge) belie the danger of the means

(destruction of the empirical).

The destruction of the world in particular disallows discovery and observation of what it

contains, in a way that is not true of other predicates. The construction of the LHC does

not contradict an end goal of making more peaceful or glorifying the world. Peace and glory

are attributes not necessarily dependent upon the physical, whereas empirical knowledge is

entirely dependent upon the physical; therefore, if the LHC does destroy the universe, this

outcome will frustrate the end of attaining knowledge in a way that it would not frustrate

other ends. Through this hazy analysis, one can understand a reason why a decision-maker

would choose to shut down the LHC, without relying on the salience of infinite risk.

There is a sort of meta-intentionalism at work here, which I will define in a metric called

the Montefeltro metric.

Definition 4. Let a choice set contain a decision that generalizes to a lottery of infinite

symmetric span. The Montefeltro metric is a test to evaluate the admissibility of this decision.

If any salient (due to infinities) possible effect of the decision directly threatens the ends of

the agent in making the decision, he should not do so. See below (Figure 15):
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Terminate

Subject
to further
testing

NO

Does any
salient
effect of
the system
I am using
contradict
my goal in
using the
system?

YES

This algorithm tells us whether the object of our will (the value we seek to maximize) is

in contradiction with the method of our will (the decision option under consideration).

The Montefeltro metric is not perfect. It is weak in the sense that it can only rule out

decisions, not confirm their efficacy. Furthermore, because it relies on a fundamentally vague

principle, there is a sense in which it may be exploitable to misuse by an individual who can

convincingly argue for the existence of a certain causal chain in the intended results of a

decision. However, the metric can provide information regarding what decision one ought to

make in a symmetrically infinite risk distribution. Even if infinite knowledge may be gleaned,

LHC fails the Montefeltro metric.

The ANGEL case is different. It seems to “break” the Montefeltro metric in that the

outcomes potentially caused by the Hadron Collider both forward and detract from the

agenda of studying the world. The LHC in ANGEL can create a black hole, in which case it is

preventing empirical experimentation; it may also neutralize a black hole, in which case it is

actively preserving the possibility of experimentation. A natural response is to throw such

cases into one of two camps—Montefeltro-admissible or Montefeltro-inadmissible—on the

basis of which of the two probabilities is larger. I think, though, that the potential harm

done in terms of black holes created by the Angel LHC and the potential benefits gleaned by

way of black holes eliminated by the Angel LHC are not additive. If they were, ANGEL would

be evaluated identically to THREAT, but my intuition is to treat the two problems differently.
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To this end, the fact that the LHC in ANGEL has the ability both to frustrate and to forward

the end in question is significant.

ANGEL would thus fail a strict application of the Montefeltro metric: it does defy its own

ends, even if it simultaneously advances them. In this regard, ANGEL is not dissimilar from

the namesake of the metric himself.
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Chapter 4

Paradoxes of Motivation and

Discernment: Tibetan Buddhism in

the Thought Experiment

4.1 Precommitment

4.1.1 The Ulysses Problem

In Homer’s Odyssey, the myriad perils faced by Ulysses and his crew on their journey

home from Troy include storms, the ire of the gods, and mythical monsters. Interestingly,

however, the trials to the descriptions of which Homer devotes the most words constitute

psychological rather than physical captivity. Ulysses is held prisoner for seven years by

Calypso, whose domination over him is mental: she needs no chains for the task. When

his crew arrives at the island of the lotus-eaters, they forget their obligations and desire to

remain forever, again facing not physical but cognitive opposing forces. Through encounters

such as these, Ulysses and his crew members find their rationality diminished. They cannot
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continue home—they lack even the will to do so, for their intentions have been altered by

external forces. Ulysses himself faces a particularly onerous decision problem when his ship

enters the realm of the Sirens, whose seductive song has been known to distract and destroy

the inhabitants of passing vessels. Having run out of wax with which to plug his ears, he

chooses to have himself tied to the mast, knowing that if he does not, the state of temporary

insanity into which he will be driven by the sirens will compel him to his death.1

This “Ulysses problem” (ULYSSES) is a folklore case in decision theory. Consider Ulysses’

options as his ship approaches the sirens. Present-time Ulysses, if confronted with the choice

set {remain on the ship, jump overboard}, would certainly choose to stay on the vessel. He

has reason to suspect nonetheless that his preferences will irrationally change in the near

future, once he is under the sirens’ sway. Therefore, he arranges for it to be impossible for

him to change his mind. He arranges for himself to be bound literally to the mast, and

figuratively to a particular course of action.

Precommitment in the Real World

Decision-makers facing other problems too may believe that their future selves will have

difficulty choosing the most advantageous course of action. When possible, they choose to

bind themselves—to “precommit” to the appropriate decision. ULYSSES constitutes a case

in which precommitment is attractive because of a belief that a change in preferences may

occur, but other reasons for precommitment also exist. For instance, Newcomblike problems

are situations in which it is very desirable for decision-makers to commit to a course of action

they cannot rationally find desirable now or in the future. The hitchhiker in HITCHHIKER

should commit to paying his ride so that the ride has good reason to save his life. The man

in TOXIN should commit to drinking the poison so that he can honestly intend to do so, to

the satisfaction of the intention-reader. A NEWCOMB player should commit to taking only Box

1Homer and Fagles 1997
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B so that the Predictor predicts accordingly.

Sometimes, to precommit incurs an opportunity cost or a penalty fee, which should also

be factored into expected utility calculations. Writes Peter Ubel of the New Yorker in “The

Ulysses Strategy”:

[P]eople will adopt precommitment strategies when they recognize the
desirability of a goal but believe that their [willpower] will not, absent the
threat of punishment, be strong enough to resist temptation. Graduate
students employ precommitment devices when they promise their mentors
that they will bring a draft of the paper to next Tuesday’s meeting, thus
facing potential shame if the draft is not delivered on time. And millions
of Americans use it when they commit to having income tax withheld
from their paychecks throughout the year, in order to receive a large
refund after April 15th. The idea behind these precommitment strategies
is simple: if the harms of a behavior are not enough to motivate you to
change your ways, then you can opt to add to those harms.2

Precommitment strategies can be very advantageous; empirical analysis demonstrates

their efficacy in the cases Ubel lists. But the ability to precommit is useful in formal decision

theory as well. In a two-player game, a precommitment by the second player to a course of

action less advantageous to him but ultimately preferable by both players over the equilibrium

will encourage the first player to decide on a more “risky” course of action. This decision will

ultimately benefit both players, since the second player has committed to avoid taking an

action that will disadvantage the first. (For example, in a version of the Prisoner’s Dilemma

where the players move sequentially, a promise from the second player to cooperate can

motivate the first to cooperate as well, since he now knows that cooperation will not incur

the greatest penalty.)

2Ubel 2014
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4.1.2 Meta-Decisions

Yudkowsky Returns

In his paper “Timeless Decision Theory,” Yudkowsky enumerates several cases in which

it is expedient for an agent to precommit to a course of action so as to maximize utility.

For example, an agent who knows he will face NEWCOMB and also knows he is a “two-boxer”

should commit in advance to one-boxing, if he can, and thus enable his winning $1, 000, 000:

A causal decision agent has every right to expect that if he irrevocably
resolves to take only box B in advance of the Predictor’s examination,
this directly causes the Predictor to fill box B with a million dollars. All
decision theories agree that in this case it would be rational to precommit
yourself to taking only box B—even if, afterward, causal decision agents
would wistfully wish that they had the option to take both boxes, once
box B’s contents were fixed. Such a firm resolution has the same effect as
pressing a button which locks in your choice of only B, in advance of the
Predictor making Its move.3

This is a mere toy case, however, for the savvy precommitter. Through the introduction

of “timeless decision theory” (TDT), Yudkowsky is trying to solve the more difficult meta-

problem of how it can be generally justifiable (without a one-off precommitment) for rational

individuals to one-box in NEWCOMB but take the logical equivalent of the two-boxing option in

situations regarded in the literature as isomorphic, especially SMOKING LESION-type problems.

The approach he intends to flesh out is that of an individual who, for instance, after learning

the particulars of a problem, can then decide whether to use CDT or EDT, or another

decision theory altogether, to determine his decision.

I am very sympathetic to Yudkowsky’s conviction that it should be possible to take

the evidentialist approach to NEWCOMB and the causal approach to SMOKING LESION without

embroiling oneself in contradiction. The motivation for such a project is proper, given that it

is obvious that one-boxing is the expedient move in NEWCOMB and smoking the expedient move

in LESION. Nevertheless, this understanding is not universal. Two-boxers have claimed with

3Yudkowsky 2010, 7.
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great conviction that to one-box is irrational, and therefore two-boxing is the rational move

in NEWCOMB. Indeed, the assertion that the Newcomb Problem rewards irrationality is almost

a battle cry of causal decision theorists. But as popular a thesis as that is in contemporary

decision theoretic circles, it is not true. The Newcomb predictor does not reward a school

of thought; it rewards the particular action of one-boxing. To assert that one-boxing is

inherently irrational, and to accordingly dismiss the Newcomb Problem as an irrelevant and

unfair distraction from weightier decision-theoretic dilemmas, is petulant and dilatory. To

see this more emphatically, we can observe that the very applicable case of the Hitchhiker

Problem is identical in almost every regard to the Newcomb Problem. If it is irrational to pay

the traveler in HITCHHIKER, then (assuming there exist no doxastic dilemmas) to be rational

means that one chooses to starve in the desert in a situation that—unlike NEWCOMB—may

obtain in real time. The dead can celebrate that they two-boxed ’til the last if they so choose,

but if that is rationality, I want no part of it.4

We see then that Yudkowsky’s project is well-motivated. Yudkowsky seeks to formalize

the ability to decide between decision algorithms in real time by establishing a meta-decision

theory in the form of TDT. In so doing, he takes the notion of precommitment to its logical

extreme so as to develop a capacity to confront much more difficult decision problems. Rather

than precommitment to a decision, the major subject of his paper constitutes the process of

precommitment to a decision-making algorithm. The following is a case Yudkowsky believes

a self-modifying agent could beat:

Suppose that you are a self-modifying expected utility maximizer, and
the parent of a three-year-old daughter. You face a superintelligent entity
who sets before you two boxes, A and B. Box A contains a thousand
dollars and box B contains two thousand dollars. The superintelligence
delivers to you this edict: Either choose between the two boxes according
to the criterion of choosing the option that comes first in alphabetical
order, or the superintelligence will kill your three-year-old daughter.

4I conceded in Chapter 1 that many contemporary decision theorists claim EDT does not pay the rescuer
in HITCHHIKER, but, for the reasons I provided in 1, I think this conclusion is at the very least not obvious.
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You cannot win on this problem by choosing box A because you
believe this choice saves your daughter and maximizes expected utility.
The superintelligence has the capability to monitor your thoughts—not
just predict them but monitor them directly—and will kill your daughter
unless you implement a particular kind of decision algorithm in coming
to your choice, irrespective of any actual choice you make. A human, in
this scenario, might well be out of luck. We cannot stop ourselves from
considering the consequences of our actions; it is what we are.5

To beat this “ALPHABETIZATION” problem is a very ambitious goal; Yudkowsky’s claim

that a self-modifying TDT agent can navigate it is intriguing (although ultimately false).

His reasoning is a direct application of his premise that a self-modifying agent can switch

between CDT and EDT. “If you attach a sufficiently high utility to your daughter’s life,” he

writes, “you can save her by executing a simple modification to your decision algorithm.”

In other words, whereas previously your source code might have been translated roughly as

“Choose the action whose anticipated consequences have maximal expected utility,” in this

situation you might write an addendum. Yudkowsky gives the English text translation of his

idea of what such source code might look like:

Choose the action whose anticipated consequences have maximal expected
utility, unless between 7AM and 8AM on July 3rd, 2109 A.D., I am faced
with a choice between two labeled boxes, in which case, choose the
box that comes alphabetically first without calculating the anticipated
consequences of this decision.6

I see a major problem with this reasoning: it is not convincing that this alteration of source

code will satisfy your opponent. The reason you changed your source code was to maximize

utility. Given that you have changed your own properties, it is true that in an Aristotelian

sense, the formal cause of your choice is now in line with your opponent’s demand. However,

the effective cause of your decision remains maximal-utility-oriented. Given that you are

a TDT agent, your original source code, which read “Choose the action whose anticipated

consequences have maximal expected utility,” can be interpreted as providing instructions

5Yudkowsky 2010, 18-19.
6Yudkowsky 2010, 19.
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for its own revisions. A better interpretation of the original code might read “Choose the

action whose anticipated consequences have maximal expected utility, including the action

of making whatever changes to this source code are necessary in the interest of achieving

maximal utility.”

Therefore, it is a compelling suspicion that you are still picking whichever option you

decide to pursue on the basis of its being the option that will maximize utility, because the

intermediate decision of changing your source code may be considered by your opponent as

reflective of your motivating mechanism. The fact that your source code looks different will

change your decision algorithm, but it may be too late. Your awareness that the life of your

daughter is of high utility value is gone now, but it wasn’t when you imputed the line of code

forwarding an alphabetization agenda.

4.1.3 Decision-Making under Demons

The Demon Gedanken

There is another major problem with Yudkowsky’s solution: if your opponent has the

speed of Maxwell’s Demon, you are very much out of luck. Consider this modification of

Alphabetization:

MURTHY’S DEMON: You are a utility-maximizing agent, and the life of your daughter is of

high utility to you. You are faced with two games, the first of which occurs as Yudkowsky

describes in ALPHABETIZATION. (A superintelligent entity sets down boxes A and B. Condi-

tional on your choosing box A “according to the criterion of choosing the option that comes

first in alphabetical order,”7 the entity will spare the life of your daughter; otherwise, it will

kill her.) Once you have made your decision, the entity rapidly begins a second game—during

an interval after the first game within which you are incapable of further updating your source

7Ibid
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code. The entity sets two more boxes, C and D, before you; you must pick one. If you pick

Box C, the entity will kill your daughter and the game will end. If you pick Box D, you and

your daughter will be freed and the game will end.

This gedanken may well be unbeatable, but I fervently dispute any claim that it is unfair.

First, it is absolutely possible in the world of Yudkowsky’s gedanken. Given that the opponent

is “superintelligent” in the sense of the thought experiment, the opponent certainly has

greater computing power than you and can execute such a turnaround, especially if you are

not expecting it.

More generally, DEMON is fair game because Yudkowsky should see it coming. The opponent

in his original ALPHABETIZATION was already ingeniously diabolical before I rendered my

version. Yudkowsky’s reasoning in resolving his own gedanken places us precisely in harm’s

way, allowing—and even incentivizing—the demon to operate in the way I describe in my

own gedanken. To claim that Yudkowsky’s ALPHABETIZATION is admissible, but my DEMON is

not, seems fickle and arbitrary.

The Aristotle Problem

The third reason that DEMON is fair game, and the most salient reason for which I provide it,

is that the English text version of Yudkowsky’s alteration to the source code falls perfectly into

my demon’s trap, in a way that a better-organized code revision might avoid. Ultimately, I

have provided this thought experiment for the same reason I provided IRRATIONAL BLACKMAIL

in Chapter 2: what seemed on initial parsing to be unfair turned out to retain its unpleasant

conclusions even when the unfair parameters were discarded. As it happens, your opponent

need not have the speed of Maxwell’s Demon at all—you have already instructed yourself to

fall victim to it.

The purpose of the revised source code Yudkowsky describes is to need no further
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alteration,8 making it precisely exploitable by an opponent playing an iterated game. “[If]

between 7AM and 8AM on July 3rd, 2109 A.D., I am faced with a choice between two

labeled boxes,” the algorithm tells us, “choose the box that comes alphabetically first without

calculating the anticipated consequences of this decision” (emphasis mine). It is this last

asterisk that dooms your daughter in DEMON. Assume you are first confronted by the demon

at the top of the hour and you heed Yudkowsky’s advice. You will find if the demon confronts

you again at hour’s end that, based on the last qualification in your code, you have chosen

C—and condemned your daughter—before it even occurs to you that you should be inclined

to change your source code back to the original.

I add two caveats. First, the presentation of the problem may appear to promote the idea

that changing one’s source code back to the original decision algorithm (provided that it

were possible to do so in time for the second game) would be desirable. I will claim shortly,

though, that this inclination to erase the new code is not helpful in terms of beating DEMON;

in fact, it’s ultimately irrelevant to the problem. I argue that the demon can beat you even

if you know ahead of time that you are playing an iterated game incentivizing preference

reversals, in which case the most expedient move for you would constitute attempting in

advance to change your source code in a way that can handle both iterations of the game,

rather than cultivating the ability to change your source code multiple times while facing the

gedanken.

Second, my reasoning above may suggest that I believe Yudkowsky’s original source code

solves at least his version of the gedanken. In line with my argument about Aristotle’s causes,

I do not believe this is in fact the case. Nevertheless, I will be charitable in defining what will

satisfy the opponent. We will make our demon less punitive by clarifying a point regarding

formal cause sufficiency.

Definition 5. The opponent in an ALPHABETIZATION-type gedanken is “formal cause suffi-

8i.e. alteration back to the original.
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cient” if any requirements it makes regarding your decision-making methodology are executed

at a formal level rather than an efficient one. For instance, for the ALPHABETIZATION op-

ponent to be formal cause sufficient means that it will be satisfied if the formal, rather than

effective, cause for your choice of Box A over Box B is alphabetization.

I am willing to grant that under formal cause sufficiency, a decision made in accordance

with the revised code provided by Yudkowsky satisfies the ALPHABETIZATION opponent. Even

with the addition of formal cause sufficiency, however, the question remains of whether adding

a “failsafe” to your new source code—a stipulation that the decision mechanism be employed

only when your non-precommitted self would like it to be—will comply with the rules of

the original problem. Will changing your source code to “Use alphabetization to decide,

but only in this instance” be parsed by your opponent as “choosing on the basis of which

comes alphabetically first”? It is important to discern whether there is a difference between

the instruction “Choose Box A [or between boxes in general, or between boxes on Tuesdays

in March] because it is alphabetically first” and “Choose the option that is alphabetically

first”—whether changing one’s source code to the former will indeed constitute choosing

alphabetically. Have you implemented a meaningfully alphabetical decision algorithm, even if

that selfsame algorithm’s alphabetical basis is dependent on its being used for the particular

choice between Box A and Box B, at 7:41.00213AM on July 3, 2109, with a high utility-value

at stake?

In short, I believe that the answer is no: there is indeed a relevant difference between

“Choose the option that is alphabetically first” and “Choose the option that is alphabetically

first, but only use that methodology in this instance.” The existence of this difference is

difficult to defend without delving deeply into Aristotelian philosophy. The concise version of

my claim is that the source code “Use alphabetization to decide (but only in this instance)”

makes reference by virtue of the parenthetical to the fact that the alphabetical decision

algorithm is a manifestation of an overarching meta-algorithm concerned with expected utility
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above all. The formal cause has not changed because this statement, within its very form,

identifies itself as a contingency of a general utility-maximizing algorithm. This, I think, will

be unacceptable to even a very well-behaved demon concerned only with the Aristotelian

formal cause of your decision.

Definition 6. I define an “Aristotle problem” for an agent desiring to choose on the basis

of criterion X. The Aristotle problem arises in a self-modifying decision-maker’s source code

when the updated source code provides, within its stipulation of when the methodology X is to

be used, a reference to the reason that the decision mechanism was updated to X in the first

place.

Yudkowsky might disagree with the notion of the emergent Aristotle problem. However,

the more conservative claim that there exists some relevant difference between “Use alpha-

betization to decide now” and “Use alphabetization to decide” (regardless of the centrality of

such a distinction) is one that I suspect Yudkowsky would not dispute, my evidence being the

very affected, particular way he phrases the instruction given to you by the opponent in his

gedanken: “according to the criterion of choosing the option that comes first in alphabetical

order.”9 The fact that this specification is italicized in the original paper suggests that it

is chosen deliberately. Yudkowsky hand-picked this phrasing—and if not on the basis of its

adherence to the demon’s instruction in a manner that another phrasing might not be, then

on what basis?

This all serves to display a more general, intuitive issue with Yudkowsky’s notion of

the changed source code. When facing ALPHABETIZATION, you seem to find yourself in a

two-pronged dilemma. Your first option is to change your source code in a general way: “Make

decisions on the basis of alphabetization from now on” or even “Make decisions between Time

X and Time Y on the basis of alphabetization.” The according problem is that once you

change your source code, your decision-making is at the mercy of a frankly stupid decision

9Yudkowsky 2010, 19. Emphasis his.
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mechanism. If the interval between Time X and Time Y is nontrivial, you might have to

make some significant later decision on the basis of alphabetization (as in DEMON). Worse, you

now lack the motivation to delete the new code and revert to your original decision-making

mechanism within the time frame specified by the updated code, unless this motivation arises

in a contrived, alphabetical way. Therefore, all future decisions that meet the parameters of

the new source code will be made by alphabetization.

This issue is a significant one. In the fullness of time, some agent who has changed his

source code in an ALPHABETIZATION-motivated way will probably encounter an important

decision between boxes in the X-to-Y interval—a decision he will later wish he had not

made via the alphabetization methodology. DEMON is an extreme case of this. The solution to

this problem lies in your second option for code revision: to account in the aforementioned

source code for the specificity of its application to precisely the problem at hand. This task

can be accomplished by writing source code like “Choose between these two boxes facing

you now on the basis of alphabetization” or “Make exactly one decision on the basis of

alphabetization between boxes labeled A and B from Time X to Time Y , and then never use

alphabetization as a decision algorithm again until this code is revised further.” But this

“solution” does not constitute implementing a true “alphabetical algorithm” at all. It falls

victim to the Aristotle problem: the source code inadvertently and unabashedly describes

itself as a proxy for your true decision algorithm. If the opponent realizes this (which he will,

because he is superintelligent), then your daughter will die anyway, so you will have failed to

maximize utility—and this fact will be especially salient to you, because this second prong

of the dilemma is the one in which expected utility maximization will quickly become your

decision-making apparatus again.

A timeless decision theorist, I surmise, would attempt to take the first way out of this

dilemma (writing not-overly-specific source code of the form “Make decisions between Time

X and Time Y on the basis of alphabetization”). He would claim that the worry that this
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application would cause him to make silly future decisions is unfounded. After all, he might

argue, the interval between X and Y could be arbitrarily small. In response, I would challenge

him to formalize this narrow time window in a way that does not cause an Aristotle problem.

The TDT agent might protest, “That’s ridiculous! To specify that the new algorithm should

be used only from 1:02 to 1:03 does not formally acknowledge a lurking utility-maximization

principle!” As purist as it might be of me to say so, I think he is wrong. If the time interval

specified in the revised code is small enough that it inadvertently makes reference to the

particular decision for the purpose of which the agent has changed his source code, then this

new source code makes reference in its form to its own contingency, and therefore it falls

victim to the Aristotle problem. Here we obtain another two-pronged dilemma. If the time

interval from X to Y is short enough that the decision-maker can make only one decision

during its course, then the source code blatantly identifies itself as a contingency of utility

maximization, but if the time interval is long enough that it accommodates more than one

decision, then the agent may fall prey to a DEMON-like opponent.

This analysis describes the problem that arises via the use of precommitment to an

alphabetical algorithm in the ALPHABETIZATION and DEMON experiments. We will now see

how the Tibetan Buddhist line of thought may illuminate the issue.

4.2 The Intermediate State

4.2.1 Navigating the Bardo with Precommitments

Much like the thought process of a decision-maker working his way through a problems

requiring precommitment, the navigation of the bardos between death and rebirth rests

crucially upon precise instruction. The Buddhist algorithms, rather than stated in source

code translations, are provided as words to be spoken into the ear of the subject. The

following is the instruction to be given to a dying spiritual teacher:
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O, Venerable One! I beg you not to be distracted from the cultivation of
an altruistic intention! 10

Here, in contrast, is the more lengthy instruction to a spiritual student or any other dying

non-superior:

O, Child of Buddha Nature, that which is called death has now arrived.
Therefore you should adopt an altruistic motivation and concentrate your
thinking as follows: “I have arrived at the time of death, so now, relying on
the process of death, I will singlemindedly cultivate an altruistic intention.
I will meditate on the generation of loving kindness, compassion, and an
altruistic intention to attain enlightenment. For the benefit of all sentient
beings, who are as limitless as space, I must attain perfect buddhahood.”
And in particular. . . “At this moment, for the sake of all sentient beings,
I must recognize [the time of ] death as [the arising of ] inner radiance, the
Buddha-body of Reality, and while in that state, I must attain the supreme
accomplishment of the Great Seal, and thereby act for the good of all
sentient beings. If I do not achieve this accomplishment, then, recognizing
the intermediate state as it is, I will actualize the coalescent Buddha-body
of the Great Seal during the intermediate state, and thereby, manifesting
in order to instruct each in accordance with his or her needs, I will act for
the benefit of all sentient beings, who are as limitless as space.” Without
giving up the focus on cultivating an altruistic intention, in the above way,
recollect the meditative experiences which you formerly developed on the
basis of the oral teachings.11

Central to both instructions is the focus on the proper intentions of the dying individuals.

The superior is reminded “not to be distracted from the cultivation of an altruistic intention”;

the student is told to “adopt” and “singlemindedly cultivate” one. The precise method of

creating this intention is stressed: “meditate on the generation of loving kindness, compassion,

and an altruistic intention.” The emphasis placed in the text on this focus is striking,

and draws the reader’s attention to both the ends sought by the meditator (buddhahood)

and the means. Why, then, is the dying person instructed to meditate not on the end of

buddhahood but on the means—the “altruistic intention”—that informs him why he seeks

“perfect buddhahood”?

10Coleman 2007, 230.
11Ibid

120



The change in paradigm stemming from entry into the intermediate state is tha factor

that precipitates the necessity for the dying individual to meditate upon the motivation for

his attaining buddhahood. When confronted with the Clear Light of Reality, the student has

the opportunity to attain his prior goal of buddhahood, provided that his reason for doing

so is transformed from a perhaps self-centered dedication into a desire to “attain perfect

buddhahood” for the “benefit” and “sake of all sentient beings.” In so doing, the student

achieves buddhahood “for the good” of all beings rather than merely for his own. Part of

the reason that this alteration in motivation is effective is that in adopting the “altruistic

intention” required by his state rather than an intrinsic desire for buddhahood, the student

opens other avenues for potential success in the bardo. Even if he fails to “attain the supreme

accomplishment of the Great Seal,” he may still “actualize the coalescent Buddha-body” so

as to “instruct each in accordance with his or her needs.” This device constitutes another

manner of “act[ing] for the benefit of all sentient beings,” which allows the student to find

a dfferent means of enlightenment that remains in accordance with his first-order desires,

but would not be available to him if he were entirely self-oriented. Thus, it is clear that

the success of this maneuver hinges upon the the student’s maintenance of “the focus on

cultivating an altruistic intention”—precisely because the altruistic intention is the only way

through which one can access the achievement of buddhahood.

On a first parsing, the change in motivating principle executed in the above excerpt seems

identical to what Yudkowsky describes. One can attain buddhahood only if one’s reason for

desiring buddhahood is in accordance with the “correct” algorithm. One’s decision-making

process is subject to evaluation by a greater force (the Clear Light), much as one’s algorithm

is analyzed by the superintelligent opponent in Yudkowsky’s ALPHABETIZATION. In both cases,

to hold fast to one’s obsolete decision mechanism results in one’s making the decision which

will fail to yield the object of the previous decision mechanism. The two cases are different,

however, because of the distinction between a line of reasoning that is contradictory and one
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that is merely self-defeating.

In ALPHABETIZATION, to select Box A on the basis of the utility of one’s daughter’s life is

self-defeating: the decision to take Box A is the only option that has the propensity to save the

daughter, but to reason accordingly causes the daughter’s death. However, there is nothing

intrinsically contradictory between the desire to maximize utility by saving one’s daughter and

the supposition that one should take Box A; the failure of the decision to cause the desired

state of the world obtains only upon execution. On the contrary, there exists an inherent

contradiction within the notion of seeking buddhahood for one’s own sake. “Buddhahood”

describes a state that not only cannot be attained through self-centeredness, but that also

should not be attained through self-centeredness. This is to say: no rational self-oriented

being would pursue or even want buddhahood; to do so indicates altruistic motivation.

Buddhahood is a state the very pursuit of which defies self-centeredness. A person cannot

simultaneously be consistent, rational, self-centered, well-informed, and seeking buddhahood.

This is not true of ALPHABETIZATION. A person can simultaneously be consistent, rational,

well-informed, interested in the welfare of his daughter so as to maximize utility, and seeking

to pick Box A. He cannot succeed in his goal, but not because he is lacking the qualities that

I claimed are true of him.

An immediate difficulty arises in this reading. If it is contradictory to seek buddhahood

in a self-centered way, why, then, do the dying individuals addressed in the excerpt seemingly

already aspire to buddhahood, assuming their altruistic motivations are not yet in place?

Given that altruism is the impetus for seeking buddhahood, why is buddhahood presented

in the excerpts above as a carrot, so to speak, through the use of which to encourage the

listener to espouse altruism? If altruism is the only reason to pursue buddhahood, it does

not seem to make sense to say of altruism that one argument in its favor is its provenance of

buddhahood.

The solution to this question lies in the notion of “motivation” inherent to Tibetan
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Buddhism, a tradition in which it is eminently reasonable to desire something solely because

of the very propensity the achievement or pursuit of that thing has to effect a change in one’s

dispositions, beliefs, or intentions. To a Western reader, the notion of desiring buddhahood

so as to desire altruistic motivation (so as to desire buddhahood once more) may seem

circular, but this is a misrepresentation. The two pursuits of buddhahood are not the same;

after attaining altruistic motivation, pursuing buddhahood can be done in a motivated way,

which renders it distinct methodologically from the previous pursuit. If this argument is

not compelling, consider the following. It is probably not controversial that individuals

who are novices in a faith tradition tend to be self-interested. Noting this predilection, it

seems apparent that if the process were so simple as to be circular, then buddhahood would

barely be treated of in the text at all. In a community of spiritual learners wherein everyone

lacked genuine altruistic motivation, buddhahood would be irrelevant. The lamas would not

waste words describing the pursuit of buddhahood, because none of their students would be

interested in attaining it.

Buddhist learners seek buddhahood exactly because the process of seeking buddhahood

will force them to change their motivation. Seeking buddhahood is a meta-precommitment,

much in line with Yudkowsky’s TDT: a precommitment to the decision algorithm specified

by “altruistic motivation.” In this respect, for a Buddhist learner to develop a desire to

achieve buddhahood is comparable to a TDT agent’s developing of a desire to be able to

implement the alphabetical decision mechanism. The difference is that buddhahood has

significant independent weight in the agent’s mind; the alphabetical decision mechanism is

important only as a means to maximizing utility.

4.2.2 Zooming Out

I describe the difference between seeking buddhahood and TDT as that which separates a

“zoom-out” decision strategy from a “zoom-in” one. To motivate the definitions I will provide
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for these terms, consider the following excerpt from Joyce’s Foundations of Causal Decision

Theory, which Yudkowsky reproduces as well. Here, Joyce responds to a common rebuttal by

a one-boxer (Irene) against a two-boxer’s (Rachel) defenses of using CDT in NEWCOMB: “If

you’re so smart, why ain’t you rich?”

Rachel has a perfectly good answer to the “Why ain’t you rich?” question.
“I am not rich,” she will say, “because I am not the kind of person the
[Predictor] thinks will refuse the money. I’m just not like you, Irene.
Given that I know that I am the type who takes the money, and given
that the [Predictor] knows that I am this type, it was reasonable of me
to think that the $1, 000, 000 was not in my [Box B]. The $1, 000 was the
most I was going to get no matter what I did. So the only reasonable
thing for me to do was to take it.”

Irene may want to press the point here by asking, “But don’t you
wish you were like me, Rachel? Don’t you wish that you were the refusing
type?” There is a tendency to think that Rachel, a committed causal
decision theorist, must answer this question in the negative, which seems
obviously wrong (given that being like Irene would have made her rich).
This is not the case. Rachel can and should admit that she does wish
she were more like Irene. “It would have been better for me,” she might
concede, “had I been the refusing type.” At this point Irene will exclaim,
“You’ve admitted it! It wasn’t so smart to take the money after all.”
Unfortunately for Irene, her conclusion does not follow from Rachel’s
premise. Rachel will patiently explain that wishing to be a refuser in a
Newcomb problem is not inconsistent with thinking that one should take
the $1, 000 whatever type one is. When Rachel wishes she was Irene’s
type she is wishing for Irene’s options, not sanctioning her choice.1213

The thrust of this argument is intuitive, and the claims Joyce has made about the

reasonableness of one decision agent to want to be like another are rather conservative. It is

perfectly valid for an individual to wistfully wish he were of a different decision type, which

might constitute being a user of a different decision algorithm, or merely having different

beliefs or dispositions. Joyce states that in wishing he were this way, an agent is wishing

for different “options” rather than wishing he had chosen differently. In a standard decision

12Joyce 1999
13Yudkowsky 2010, 25.
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problem, this concept may not make sense—a priori, any two players in the same position

have the same options—but when discussing a Newcomblike problem, it is very natural to

claim that a causal decision theorist does not have the options possessed by an evidential

decision theorist: namely, he does not have the option to walk away with a million dollars,

because the Predictor will know he is a causal decision theorist and will have left Box B

empty.

Joyce’s argument, however, is not altogether uncontroversial. In particular, it would

ruffle the feathers of an evidential decision theorist, who would respond, “It’s inconsistent

for Rachel to wish for Irene’s options without sanctioning her choice. Rachel would have

had Irene’s options if she’d picked only Box B, despite that this is exactly the conclusion

she rejects above. If Rachel had taken Box B only, she would have found it filled with a

million dollars. Her reasoning in the above excerpt is overlaid with a causal decision-theoretic

interpretation of events. She refuses to acknowledge the dependence between her choice in

the decision step and how she presents as a decision type to the Predictor, just because the

relationship between the two isn’t forward causality. If Rachel holds that the Predictor knew

in advance that she was not the refusing type, and that therefore there was no way for her to

get the money, she can’t believe that the Predictor is really a Predictor at all—she thinks it’s

unable even to predict her own change of heart! She ought to know better: maybe plaintively

wishing for Irene’s options does not require sanctioning Irene’s one-boxing, but if she really

wants Irene’s money, it’s obvious that one surefire way of obtaining it is by making Irene’s

choice.”

The imagined evidential decision theorist is correct that Rachel is illogical, but he is

incorrect in diagnosing where her misstep lies. He is parsing Rachel’s wish for “Irene’s options”

as a wish for one million dollars. If this were what Rachel wanted, it would indeed be absurd

for her to go about pursuing it by doing anything other than one-boxing. But Rachel does

not want one million dollars; she wants to maximize utility. She wants $1,001,000, and to this
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end, she wants to walk into the problem setup with both boxes filled. This is the inherently

irrational desire Rachel has, and yes, she should know better than to believe it makes any

sense at all to want Irene’s “options” of either two-boxing or one-boxing once Box B is filled.

She should know better because she should be aware that all the people who achieved her

goal of walking into the both-boxes-filled setup did so precisely by not caring that both boxes

would be filled in such a setup. It is irrelevant to an evidential decision theorist that the extra

thousand dollars is in Box A. The moment Rachel’s imagination ventures beyond Box B is

the moment Irene’s options become inaccessible to her.

Wishing for someone else’s “options” in a decision problem is a vague notion. Even when

considering only Newcomblike problems, we might imagine multiple ways to want different

options than one has. There is first the kind of desire that my imagined EDT agent rebuts:

the desire for Irene’s options that constitutes Rachel’s want to obtain one million dollars.

This desire is straightforward. Rachel wants a particular outcome, and this outcome is an

“option” for Irene in the sense that it may obtain in real time for Irene if she picks the decision

“one-box.” The imagined evidential decision theorist is correct in claiming that this is a wish

Rachel could realize very easily, by one-boxing.

The second kind of desire for Irene’s options is the one I claim Rachel really has: the

desire she feels when she wistfully imagines she could walk into the Newcomb setup with

the Predictor having pegged her as an evidential decision theorist. This is a desire to be in

Irene’s situation, her setup; it more generally relates to a desire to have all of Irene’s options.

The option Rachel seeks is the ability to make a decision given the setup available to Irene.

This is a catch-22: it is an impossible desire to realize because merely having this desire is

characteristic of two-boxers.

The descriptors “zoom-in” and “zoom-out” defined below, which can be applied to decision

theories, are meant to distinguish between these two types of “wanting the options someone

else has.”
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Definition 7. A zoom-in decision strategy is a meta-algorithm that selects a decision algorithm

for its adherence to a particular principle or class of principles.

Yudkowsky’s TDT, like Buddhist epistemology, is a metatheory that can at any point

select one of many decision theories to use. TDT selects a decision theory by deciding

which option among the theories at hand will provide the greatest expected utility. In this

regard, timeless decision theory is a meta-algorithm that seeks to maximize with respect to

constraints; it is a means of ensuring that a principle is met. In the case Yudkowsky describes,

the principle relates to “most.” A TDT user picks the decision theory the selection of which

produces the most utility (by means of providing the highest-utility decision option). This is

the kind of strategy Rachel would seek to apply if she wanted access to Irene’s setup. (Rachel’s

goal of obtaining $1,001,000 would ultimately be frustrated by this or any metatheory, but

the point remains that in seeking a particular setup, she is looking for a suitable venue to

apply her preexistent methodology of utility-maximization.)

On the contrary, consider this description of a zoom-out theory:

Definition 8. A zoom-out decision strategy is a meta-algorithm that selects a decision

algorithm for its achievement of a particular result or class or results.

This is the algorithm in accordance with Tibetan Buddhism rather than with TDT. From

a Tibetan Buddhist perspective, the current, earthly intentions of the dying individual are

at least partially wrong. Buddhahood is a first-order desire around which the remaining

interests of the individual can be re-centered. By means of a zoom-out strategy, one picks a

desired result before considering the other properties of decision theories that enable this

result, and then selects among the algorithms that allow the result to be obtained. When

zooming out, one can change his intention while holding fast to a goal by viewing decision

theories as means and the results of decisions as ends.

It is very difficult to convince an expected-utility maximizer to adopt a zoom-out strategy.
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Conditioning on a particular outcome can cause a decision-maker to ignore outcomes that

may be equivalent or even superior, which is unfavorable to a straightforward maximizer.

However, it is reasonable to argue that when facing NEWCOMB, a self-modifying agent should

temorarily adopt evidential decision theory not to maximize utility per se, but to gain one

million dollars. Both of these motivations require one-boxing as a means, but the motivations

are different. The distinction is between Rachel’s wanting Irene’s options because they have

greater utility and Rachel’s wanting Irene’s options because one of Irene’s options would

make her a millionaire.

This approach of course prompts its fair share of counterarguments. An expected utility

theorist would protest that considering results as utilities allows them to be compared in

a way that is not possible when considering them as objects. But this counterargument

begs the question. Results do not need to be compared when they are being evaluated as

ends rather than as utilities. And even if this counterargument were valid, I do not intend

for zoom-out strategies to be applied to the universal extent where comparisons or general

notions of standardization would be requisite.

4.2.3 Ends and Means

Despite the limited scope of the zoom-out/zoom-in distinction, I will claim that zoom-out

strategies are sometimes incredibly useful because of their propensity to allow the results of

one’s decisions to be considered as ends. If you view your daughter as an end, rather than as

a means to utility maximization, then you can beat ALPHABETIZATION.

The reason why is very simple. Once you have identified an end you seek to promote,

apply the meta-algorithm “Choose the option in accordance with [particular methodology],

provided that it enables [End]” (or, equivalently, “Choose the option in accordance with

[particular methodology], provided that it does not compromise the pursuit of [End]”). This

type of formulation does not cause an Aristotle problem because “enablement of X” is
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not a decision algorithm; you are not making reference to a lurking prior basis of utility

maximization (or any alternate basis for decision-making). Instead of directing your decision

step back upstream to expected utility, you have now bifurcated your decision process into

a rule-out step (eliminate choices or even decision algorithms that will prevent your end)

and a selection step (choose a decision according to the methodology). Because ruling out of

inadmissible choices occurs before selection between remaining choices, the decision is always

made on the basis of the methodology specified in the new code. Therefore, this strategy will

satisfy even an opponent who desires for the stipulated methodology to be the efficient cause

of your decision rather than merely the formal one.

Zoom-out strategies also allow countable additivity of ends. You can condition on the

survival of your daughter and of your son, or on the survival of your daughter and the gaining

of one million dollars, and so on, provided that there exists a way to do so on the basis of the

preferred methodology. Because of the separation between the rule-out and selection stages,

I am confident they admit a whole host of other nice properties that should be explored in

further research.

I believe it is even possible for a zoom-out strategy to beat DEMON, although its success

depends on whether the demon would allow that a choice set of one option is a space on which

the alphabetization algorithm can operate. Mathematically, this is perfectly permissible;

unless your demon is especially diabolical, the result follows.
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Chapter 5

Conclusion

5.1 Yudkowsky Gets It Right (At Last)

I have tried to be fair in my analysis of Yudkowsky’s contributions to decision theory.

However, I concur with mainstream academic decision theorists that some of his work in

decision theory is vague or ill-defined. Of course, those reading this paper are suffering

from a systematic bias: I have sought to address only those points of his that I feel needed

addressing. Therefore, I have left aside much of his good work in the field. In particular, I

find Yudkowsky’s descriptions of potential decision-making under threat of superintelligent

machines to be quite revelatory, albeit orthogonal to my project here.

On his blog LessWrong, Yudkowsky in 2007 posted an article titled “Religion’s Claim to

be Non-Disprovable,” in which he reproduces the story of Elijah and the priests of Baal in

an effort to spin a narrative asserting that the claim of religion to be untouchable by the

criterion of falsifiability is a false (or at least novel) one. Though the article is by and large

deeply uncharitable, I found, to my surprise, that I agreed vehemently with one excerpt in

particular:

130



The vast majority of religions in human history—excepting only those
invented extremely recently—tell stories of events that would constitute
completely unmistakable evidence if they’d actually happened. The
orthogonality of religion and factual questions is a recent and strictly
Western concept. The people who wrote the original scriptures didn’t
even know the difference.1

Yudkowsky’s argument relies on heavy cherry-picking (many Christians are convinced

of the accuracy of the New Testament by Luke’s attention to detail in recording falsifiable

details in Acts, a fact that atheists often conveniently forget), but the normative conclusion

is nonetheless absolutely true. This is not to say that anything unfalsifiable is useless and

can be thrown out; I think some truth claims of religion (like some truth claims of science)

cannot be empirically verified, just as some truth claims of science and religion cannot be

formally verified.2

Religion seeks to answer factual questions; therefore, it cannot correctly be considered

unrelated to them. Throughout this paper, however, I have taken what might be viewed as

the weaker of two claims that might have justified my project. Instead of drawing inferences

from religious conclusions, I have drawn them from religious methodologies. However, I do

not think this distinction is at all as clear as might be thought. In particular, I have argued

that in Buddhism, epistemological methodologies contain much robust information; at any

rate, to appropriate methodologies while disagreeing entirely with their applicability would

be inconsistent.

I believe this same argument can be applied to academic study of religion in general.

Any object of study the methodologies of which are considered to be worth studying must

contain some truth value; to sidestep this claim seems to be dodging the question. This

is why I ask for more genuine engagement with religion in the academy. In the spirit of

ideological consistency, it is worthwhile to engage philosophically with religious epistemologies,

1Yudkowsky 2007
2E.g. are undecidable; cannot be proven mathematically.
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methodologies, and conclusions, rather than merely with historical or sociological components.

If this approach can be universalized, then Athens and Jerusalem will be united.

132



Chapter 6

References and Addenda

6.1 Acknowledgments

I would first like to thank the Humanities department of Yale University for providing this
opportunity to pursue earnest interdisciplinary research. I sincerely appreciate the tireless
assistance I received from my advisor, Prof. Carlos Eire, in matters theological and scholarly
of all kinds, and the input and calming influence of Prof. Norma Thompson, chair of the
Humanities program.

I would also like to recognize the readers and editors who have assisted me in the revision
process. I thank Prof. John Pittard for his help in the decision-theoretic components, and
for being a thriving model of a decision theorist and religious epistemologist. I furthermore
gratefully acknowledge the contributions of Prof. Dan Greco and the Philosophy department.
He and his colleagues contributed their time and effort, completely gratuitously, to me when
I was in need; a great deal of the work contained here, and indeed my acceptance to a
philosophy Ph.D., would not have happened without their willingness to show incredible
kindness and mentoring. I wholeheartedly thank Prof. Joshua Hochschild of Mount St. Mary
for reading the Calvin section on such short notice, and an added cryptic thanks to him later.

I am blessed with an abundance of mentors, friends, and family to thank. As always, I
would like to recognize my mentor and research supervisor Prof. Charles Hill for making me
believe in the “zoom-out” mentality, inspiring me to expand my scope to Buddhism, and
demanding that I wear a snow hat when it is snowing. One of these days, I promise I’ll stop
twisting my hair around my fingers.

Spencer, Quinn, and Gabriel, your comments on my work were invaluable in revisions.
I am so grateful for your time. Quinn and Julien, thank you for being lovely roommates
and letting me eat your food during late nights of writing. Olivia, thanks for four years of
being there when I need you. Alex, my love, you have proven your mettle in living up to your

133



qualification to review material from both theses, and being a generally amazing godfather.
To Strider: Ilse wird Heinrich immer lieben. Thank you for inspiring me every day, for

reassuring me, and for tolerating my manic and erratic work schedule. This next part will be
hard, but if we can do it, we can do anything.

To those who know who they are: Societatis parte dextra, pour le droit. I am one of
the luckiest people in the world. Thank you for teaching me every day, for listening to my
thesis-induced rants, and above all, for letting me lead you. I love you dearly for as long
as the world will turn. I promise to pay it forward. To the matriarchy, an extra thanks for
showing it could be done.

Lastly, I want to thank my family. Mom, thanks for apartment hunting in Pittsurgh
while I was working on this paper. Dad, thanks for always checking in. Dani, you are my
motivation. Words are useless when it comes to you three, but let it be said that I love you
immensely.

6.2 References

Agreda, Maria de and Fiscar Marison (1978). Mystical City of God: A Popular Abridgement

of the Divine History and Life of the Virgin Mother of God. Saint Benedict Press.

Ahlgren, G. (2005). The Inquisition of Francisca: a sixteenth century visionary on trial.

University of Chicago Press.

Alighieri, Dante and Robert M. Durling (2011). The Divine Comedy of Dante Alighieri.

Oxford University Press.

Alighieri, Dante and Allen Mandelbaum (1980). Inferno: a verse translation by Allen Man-

delbaum. University of California Press.

Athanasius (1982). “Nicene and Post-Nicene Fathers”. In: Second series, vol. 4. Christian

Literature Publishing Co. Chap. Life of St. Anthony.

Avila, Teresa de and E. Allison Peers (2004). The Life of Teresa of Jesus: the autobiography

of Teresa of Avila. Image Books and Doubleday Publishers.

Barnes, R. Eric (1997). “Constraint Games and the Orthodox Theory of Rationality”. In:

Utilitas 9.3, pp. 329–349.

Bonaventure and Simon Smith (2005). Journey of the Mind into God.

134



Boolos, George (1996). “The hardest logic puzzle ever”. In: The Harvard Review of Philosophy

6, pp. 62–65.

Bostrom, Nick (2002). Anthropic Bias: Observation Selection Effects in Science and Philosophy.

Routledge.

Calvin, John and Henry Beveridge (1989). Institutes of the Christian Religion. Christian

Classics Ethereal Library.

Coleman, Graham (2007). The Tibetan Book of the Dead. Penguin Classics.

Dillenberger, David (2010). “Preferences for one-shot resolution of uncertainty and Allais-type

behavior”. In: Econometrica 78.6, pp. 1973–2004.

— (2015). “Cautious expected utility and the certainty effect”. In: Econometrica 83.2,

pp. 693–728.

Dufner, Thomas and David Schmidtz (1988). “The ‘tickle defense’ defense”. In: Philosophical

Studies 54.3, pp. 383–386.

Edwards, Jonathan (n.d.). Sinners in the hands of an angry God. Mount St. Zion Bible

Church.

Eells, Ellery (1982). Rational Decision and Causality. Cambridge University Press.

Egan, Andy (2007). “Some Counterexamples to Causal Decision Theory”. In: The Philosoph-

ical Review 116.1, pp. 93–114.

Elga, Adam (2000). “Self-locating belief and the Sleeping Beauty problem”. In: Analysis 60.2,

pp. 143–147.

Evans-Wentz, Walter (1965). The Tibetan Book of the Dead. Oxford University Press.

Garcia, Jesse (2013). “A bit about the St. Petersburg Paradox”. In: url: www.math.tamu.

edu/~david.larson/garcia13.pdf.

Gordon, Bruce (2011). Calvin. Yale University Press.

Gulley, N. (2003). “A biblical evaluation of Islamic and Catholic soteriology”. In: Journal of

the Adventist Theological Society 14.2, pp. 150–167.

135



Homer and Robert Fagles (1997). The Odyssey. Penguin Books.

Horwich, Paul (1985). “Decision Theory in Light of Newcomb’s Problem”. In: Philosophy of

Science 52.3, pp. 431–450.

Jackson, Frank and Robert Pargetter (1983). “Where the tickle defence goes wrong”. In:

Australasian Journal of Philosophy 61.3, pp. 295–299.

Joyce, James M. (1999). The Foundations of Causal Decision Theory. Cambridge University

Press.

Kahneman, Daniel and Aaron Tversky (1982). “The psychology of preferences”. In: Scientific

American 246, pp. 160–173.

Kamen, Henry (2014). The Spanish Inquisition: a historical revision. Yale University Press,

pp. 193–213.

Kavka, Gregory (1983). “The toxin puzzle”. In: Analysis 43.1, pp. 33–36.

Kooi, Christine (2001). Early Modern Catholicism: essays in honor of John W. O’Malley, S.

J. University of Toronto Press, pp. 147–162.

Lee, Hwan Bong (2004). “Calvin’s sudden conversion (subita conversio) and its historical

meaning”. In: Acta Theologica Supplementum 5.2, pp. 103–116.

Loewenstein, George (2017). “Information avoidance”. In: Journal of Economic Literature

55.1, pp. 96–135.

Loyola, Ignacio de and Fr. Elder Mullan (1914). Spiritual Exercises. P. J. Kennedy and Sons.

Meeks, W. A. (1993). The HarperCollins Study Bible: New Revised Standard Version (with

the Apocryphal/Deuterocanonical Books). HarperCollins.

Nicholl, Larimore Reid (1978). “Pascal’s wager: the bet is off”. In: Philosophy and Phe-

nomenological Research 39.2, pp. 274–280.

Nozick, Robert (1969). “Newcomb’s Problem and Two Principles of Choice”. In: Essays

in Honor of Carl G. Hempel. Ed. by Rescher, N. Synthese Library (Monographs on

Epistemology, Logic, Methodology, Philosophy of Science, Sociology of Science et al.

136



Ok, Efe (2015). “Revealed (p)reference theory”. In: American Economic Review 105.1,

pp. 299–321.

Parfit, Derek (1984). Reasons and Persons. Oxford University Press.

Reynolds, J. (1989). Self-liberation through seeing with naked awareness: Appendix I. Station

Hill Press.

Sales, Francis de (1885). Introduction to the Devout Life. M. H. Gill and Son.

Sales, Francis de and Anthony Uyl (2017). Introduction to the Devout Life. Devoted Press.

Samuelson, William and Richard Zeckhauser (1988). “Status quo bias in decision making”.

In: Journal of Risk and Uncertainty 1, pp. 7–59.

Schaik, Sam van (2013). Tibet: a history. Yale University Press.

Tertullian (n.d.). The Prescription Against Heretics. Fig.

Tucker, Bruce (1987). “Joseph Sewall’s diary and the rhythm of Puritan spirituality”. In:

Early American Literature 22.1, pp. 3–18.

Ubel, Peter (2014). “The Ulysses strategy”. In: The New Yorker. url: www.newyorker.com/

business/currency/ulysses-strategy-self-control.

Weirich, Paul and Edward N. Zalta (2016). The Stanford Encyclopedia of Philosophy. Ed. by

Zalta, Edward N. Winter 2016. Metaphysics Research Lab, Stanford University.

Wolff, Cynthia (1968). “Literary reflections of the Puritan character”. In: Journal of the

History of Ideas 29.1, pp. 13–32.

Yudkowsky, Eliezer (2007). Religion’s Claim to be Non-Disprovable. url: www.lesswrong.

com/posts/fAuWLS7RKWD2npBFR/religion-s-claim-to-be-non-disprovable.

— (2010). “Timeless decision theory”. In: The Singularity Institute.

Yudkowsky, Eliezer and Nate Soares (2017). “Functional decision theory: a new theory of

instrumental rationality”. In: Machine Intelligence Research Institute.

137


