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“Let me finish. If the medical research is true, then at the end of nine years there is not an
eyebrow, eyelash, pore, dimple, or skin follicle in this creature here at this celebratory

breakfast that in any way is related to that old Sheila Tompkins married at eleven a.m. of a
Saturday nine years ago this very hour. Two different women. One in bondage to a nice

male creature whose jaw jumps out like a cash register when he scans the Journal. The other,
now that it is one minute after the deadline hour, Born Free. So!”— Bradbury, “At the End

of the Ninth Year”
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Chapter 1

Introduction

1.1 Background

Doritos: now for women. On a January 31 episode of the “Freakonomics Radio” podcast,
Pepsi CEO Indra Nooyi described a new line of Doritos chips geared especially toward the
second sex: “For women, low-crunch, the full taste profile, not have so much of the flavor
stick on the fingers, and how can you put it in a purse? Because women love to carry a snack
in their purse.”1

The backlash was immediate and biting. Twitter users satirized the “Lady Doritos”
concept, likening it to a meager attempt at a consolation prize for women’s continued inequity
worldwide. These detractors, however, fail to understand the nature of the “Lady Doritos”
gambit, a principle familiar to any student of capitalist theory. To a business, the human
being is a vessel for the perfect product, which it continually strives to create by enumerating
the qualities and quirks of the species. In marketing to subsets of the human population, such
as women, companies attempt to streamline this process by catering to the specific tastes
of a group sharing general attributes. Women tend to be small-framed—below the mean
human height and weight. This empirical observation has led to the mushrooming of entire
industries geared to accommodate that single fact: smaller versions of mainstream utilities
like cars and computers, snack-sized foods, high-heeled shoes designed to make women look
and feel larger.

What, then, can the perspectives of capitalists and behavioral economists offer us in the
framing of general human characteristics? They provide us with insight on the nature of
consumers by discerning individuals’ actions on various choice sets.2 Massive headway has
been made over the last fifty years in developing nonstandard decision-theoretic models, which

1LaForge, 2018.
2Of course, choices that have value-positive content may be equally amenable to two completely contrary

framings of the human experience. For instance, the meaning of the widespread success of savory bagged
snacks is clear, but unimportant; the meaning of the advent of Netflix and Hulu, while considerably more
important to the human condition, might constitute either “engagement with 21st century high art” or “the
human desire to self-medicate ennui.” The application of humanities fields such as sociology and philosophy
helps us interpret the data enabled by economic research.
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serve as explanatory devices for widespread flouting of simple utility theory by consumers.3

This impetus to understand and catalogue human values has generated nuanced exploits in
decision-modeling at the intersection of mathematics and philosophy—the venue in which I
will approach it as well.

1.2 Research Questions

As we consider existential threats to humanity, it is vital that we consider the future we seek
to protect: the approaches that will be amenable to our future selves, and to humans who do
not yet exist.

Human values are obviously dynamic. This paper will seek to address the following
question: “What meta-principles should we use to determine how our values should change?”
To this end, I will note a tension between two critical human values, self-preservation
and self-improvement. In answering the question I’ve presented, I will construct a very
rudimentary model of the type seen in market-capitalist behavioral economics that tackles
the self-preservation/self-improvement dichotomy of human experience, and thus explains
how we should decide between these two criteria when arbitrating advancement.

3See the work of Yoram Halevy, as well as relevant literature on time-inconsistent preferences.
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Chapter 2

The Model

2.1 Competing Meta-Principles

2.1.1 Self-Preservation

Despite its roots in antiquity, self-preservation remains the dominating human meta-value.
My use of the term “self-preservation” combines two value concepts that I believe overlap:
the will to persevere, and the will to uphold the status quo. For instance, self-preservation
constitutes the desires to continue living (a perseverance-based want), but also the desire
to maintain the integrity of our conscious minds and our current values (status-quo-based
wants).1

2.1.2 Self-Improvement

It is undeniable that in addition to the self-preservation instinct, humans feel a desire to
excel, and to modify themselves through intellectual betterment (study, practice), physical
betterment (exercise, surgery), and spiritual betterment (meditation, prayer) if necessary
to the project of excellence. I claim that “self-improvement” is also a combination of two
subvalues. Like self-preservation, it is founded in part on the will to persevere. But the other
constituent value is very discrete from self-preservation as I have defined it: the will to correct
error.

2.1.3 An important clarification

It seems at first that error correction is a vital part of self-preservation—after all, no lamb
would wander into the lion’s den twice. But I use the venue of this separation to raise a
dilemma in the way we have defined this preservation instinct. It is paradoxical to construe
learning as part of the will to survive. Learning often assists the will to survive, but the

1Samuelson, 1988.
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apportionment of new knowledge means the death of the current state of consciousness of
the individual—which is no survival at all.2

If self-preservation reigns ultimate, why do humans learn? The process of assimilating
information constantly challenges our current values and bodily sovereignty, and may alter
our consciousnesses. But self-preservation looks forward only, never backward. We do not
mourn our past selves, even though they would be upset to learn we have forsaken their
values.3

The only reason that the will to survive and the will to self-improve can coexist at all is
via a preference mechanism: humans, when they must choose, prefer survival to continuity.4

2.1.4 An informal preference model

Consider human attributes as an n-tuple X = (x1, . . . , xn) of additively separable variables
which satisfy some relationship f(x1, . . . , xn) = y, where y is “personal identity.” These
entries xi can be values, behavioral patterns, or genetic information. For simplicity’s sake,
we will here render X a Boolean string, and f : {0, 1}n → R. Then I posit the following
definition:

Definition 1. The human self-preservation impulse seeks to maintain existence and continuity
by actualizing the “best” version of the self which is ε-close to the current state for some
ε ∈ [0, 1].

“Best” means most likely to survive and establish continuity.5 The small ε here can be
picked arbitrarily.6 The limiting variable in the definition is not up to discretion; the process
cannot be defined as actualizing the “closest” version of the self that is improved by some
constant factor, because self-preservation is more important than self-improvement.

Once we have established this definition, we can arbitrate whether to change in a way
that will damage our continuity, as seen in the following examples.

Example 1. I believe I am more likely to survive if I can run faster. Therefore, I seek
to improve my peak running speed, which is some xk for k ∈ {1, . . . , 10}, from 0-valued to
1-valued. Let f be the mean-valuation function f(x1, . . . , x10) =

∑10
i=1

xi

10
.

Proposition 2. I should improve my endurance from 0 to 1 if my preferred ε > 1
10

.

2For empirical evidence demonstrating cases in which people will avoid knowledge they suspect will change
their values, see (Eliaz, 2006).

3Parfit, 1984.
4This is straightforwardly seen in the fact that humans have no trouble eating, even though their diet will

change their molecular makeup. Continuing to exist is most important, followed by continuing to be one’s
coherent “self.”

5The endgame of self-preservation is that the “best” self should not need to be improved in order to
continue to exist.

6An expanded model should account for an increasing ε as the stakes and stress of a situation rise.
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Proof. By elevating xk from 0 to 1, I have

f(x1, . . . , x
′
k, . . . , x10) =

∑
i∈{1,...,k−1,k+1,...,10}

xi
10

+
1

10

|f(x1, . . . , x
′
k, . . . , x10)− f(x1, . . . , xk, . . . , x10)| =

( ∑
i∈{1,...,10}\k

xi
10

+
1

10

)
−
( ∑

i∈{1,...,10}\k

xi
10

)
=

1

10

So ∀ε > 1
10
, I have |f(x1, . . . , x

′
k, . . . , x10)− f(x1, . . . , xk, . . . , x10)| < ε.

Next is an example representing a person who finds his identity greatly defined by an
attribute adverse to his self-preservation. This case brings up the scenario in which “continuing
to live” and “continuing to be ε-close to the person one is now” are mutually exclusive.

Example 2. I believe I am more likely to survive if I cease to be vegetarian, an attribute which
constitutes xk = 1 for some k ∈ {1, . . . , n}. Let f be the dictator function f(x1, . . . , xn) = xk.

Proposition 3. I will give up vegetarianism only if ε = 1.

Proof.
|f(x1, . . . , x

′
k, . . . , xn)− f(x1, . . . , xk, . . . , xn)| = |0− 1| = 1.

These have been toy examples (certainly not all human attributes are binary!7), but
they provide clear and intuitive results. If possible, I will conduct further research to
create more robust models, which can produce quantifiable outcomes using measure-theoretic
probability and statistics. By imposing some restrictions on f—making it continuous, convex,
homogeneous of some degree—the situation can be likened to medical research propensity
scores, which can then be applied to my model.

7A less parsimonious model will scale continuous variables such as height or IQ to the interval [0, 1].
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Chapter 3

Discussion and Conclusions

3.1 Value Preservation

3.1.1 Our approach to future values

If we don’t like the direction in which human values seem to be going, what should we do
about it? My model provides three obvious options:

1. Be inactive (use the ε-values that have been status-quo). We will inherently value
whatever our values are, so we’ll be equally happy to pursue our future values if and
when they change.

But we are aware that the passage of time alters our values, and that this approach will
therefore harm our current values. Clearly, this meta-principle opposes our first-level
principles, indicating it cannot be correct. It might not even be self-consistent: if our
past ε-values have been high, then we have not been using the status quo on the object
level, so to invoke it in our meta-principles is ridiculous.

2. Act with a high ε-value, anticipating change and thereby preferencing knowledge and
improvement over continuity.

This approach too is self-contradictory. To ensure that we’re acting correctly, it would
mandate that we first apply less immediate but more exhaustive change on the object
level through greater study in this area, to improve the approach itself.

3. Act with a low ε-value, thereby preferencing our current values of ideological integrity
and continuity over our traditional value that survival trumps all.

This principle is self-consistent if and only if we have been acting with low ε-value
so far.1 The problem is that choosing to favor a development that we’ve amassed in
the last two hundred years—a mere blip in human history—over a value that seems
inherent to humanity in every iteration sounds epistemically arrogant.

1Further research is necessary on this point.
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The correct option is the latter option, because to claim that the short span of the last two
hundred years has been the most important two hundred years of human history is not actually
in opposition to epistemic modesty. I’d argue this can be defended in principle—throughout
time, “recent history” is more impactful than “distant history,” particularly as technological
progress is a convex function.

In this understanding, the last two hundred years of humanity have advanced us more
toward the form of what our values should be than has the remainder of human history,
which makes it ethically acceptable to preference our new values over our old values.

3.2 Recommendations for Future Research

3.2.1 Present bias

There is an incredibly necessary caveat to the above, which I have not yet considered. It is to
the effect of “How can we consider our future values in this analysis, without falling victim
to the observer-selection effect?” We cannot ever believe our current values to be wrong, so
we may be implicitly using wrong values in our calculus concerning future values. Is this bias
surmountable? How should we consider these future values, about which we know aught?2

Moreover, my argument for the last two hundred years’ importance should raise more
doubt over whether our current values are actually the correct ones, given that I have just
implied they will continue to develop in vital ways. Do we merely find them to be affine
because they’re ours, in a way that posthuman values will substantively not be?

3.2.2 Enumeration of human values

I have notably sidestepped the question of what our precise values are. There are excellent
avenues for future research here, and I will posit some.

The inherent biological values humans have are immutable. We seek survival, popularity,
freedom. Others are newer and more insidious. For example, on the first two levels:

1. We want to avoid boredom.

2. We have varied opinions on philosophy and metaphysics, but we universally do not
want to contemplate questions the consideration of which will affect us in adverse ways.
(E.g. philosophers and theologians enjoy abstract philosophical conversations, but do
not enjoy engaging with their own mortality.)3

3. We want to want peace. (Humans are first-order aggressive, but the 20th century has
imbued us with war exhaustion.)

2Bostrom, 2001.
3Sources perhaps of value here include (Adorno, 1937), as well as the writings of Lucretius.
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In general, we should research other novel and important human values, and in what particular
ways they are changing. Philosophy and behavioral economics are excellent approaches to
these questions.

3.2.3 Meta-intentionality

There is something very unnerving about my heretofore tacit introductory claim that monetary
gain is the only motivation that has recently spurred large groups of people to figure out what
the human condition actually is. I suspect that it speaks to another (unfortunate) human
value that the most precise information we possess about what it means to be human comes
from directed research by companies that hope to reduce humans to a set of attributes in
order to turn a profit.4

This meta-line of questioning, and others like it, should not be dismissed. Just as Freudian
theory tells us more about the social climate in which the theory itself arose than it does
about the topics it professes to discuss, our own collective pursuits—the perfect product,
the pressure to publish, even investment in analytic policy pursuits like my own—contribute
to our understanding of the questions we are attempting to use them to answer. I fear this
theme (the idea that the human condition is to contemplate the human condition) has long
been dismissed as paradoxical, reductionist, tautological, silly, or irrelevant, when it is in fact
rather revelatory and should be a centerpiece of future research.

4Any good libertarian will tell you that the free market encourages a “selfless selfishness,” in which
individuals strive to create novel products to better the lives of their contemporaries (while also making a
great deal of money). I am willing to believe this was once the case, but current entrepreneurs seek to create
something that will be sensational and “viral,” capturing the interest of the consumer in a post-hoc manner,
rather than attending to his wants or needs (Hune-Brown, 2018).
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