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“Once upon a time, the US Army wanted to use neural networks to automatically detect
camouflaged enemy tanks. Thee researchers trained a neural net on 50 photos of cam-
ouflaged tanks in trees, and 50 photos of trees without tanks. Using standard techniques
for supervised learning, the researchers trained the neural network to a weighting that
correctly loaded the training set—output ’yes’ for the 50 photos of camouflaged tanks,
and output ’no’ for the 50 photos of forest. This did not ensure, or even imply, that
new examples would be classified correctly. The neural network might have learned 100
special cases that would not generalize to any new problem. Wisely, the researchers
had originally taken 200 photos, 100 photos of tanks and 100 photos of trees. They
had used only 50 of each for the training set. The researchers ran the neural network
on the remaining 100 photos, and without further training the neural network classified
all remaining photos correctly. Success confirmed! The researchers handed the finished
work to the Pentagon, which soon handed it back, complaining that in their own tests
the neural network did no better than chance at discriminating photos. It turned out
that in the researchers’ dataset, photos of camouflaged tanks had been taken on cloudy
days, while photos of plain forest had been taken on sunny days. The neural network
had learned to distinguish cloudy days from sunny days, instead of distinguishing cam-
ouflaged tanks from empty forest.”

— Eliezer Yudkowsky, “Artificial Intelligence as a Positive and Negative Factor in
Global Risk”

0.0.1 A brief semantic point

The words “understand,” “learn,” “know,” and “concept” are used in this paper in a variety of
non-mutually-exclusive ways. I will try to put “understand” in quotation marks when referring to
machines. It will become clear that “understanding of X” in machines means “capability of using
X in a goal maximization process,” whereas “understanding of X” in humans means something
altogether different that sometimes manifests as “being able to produce a narrative explanation
of X,” but is more difficult to characterize.

For instance, human understanding of the word “Hello” means knowing that it is a greeting that
has a certain linguistic and etymological evolution. Machine understanding of the word “Hello”
means being able to very reliably deploy the word “Hello” to receive a desired outcome (e.g. if a
machine had the goal of getting the input response “How are you?” and knew that “Hello” would
get it to that point, it would have a machine understanding of “Hello”). The following point is an
important one that I will repeatedly make:

If an intelligent machine has what I call a machine understanding of the word “Hello,” a human
conversant with no access to its source code would have no way of knowing that the machine lacked
a human-level understanding of the concept “Hello.”

The machine would properly use the word “Hello” in all and only situations that called for
its use, but the basis for its doing so would be empirical rather than philosophical. The machine
does not know that it “should” or “shouldn’t” say “hello.” It knows that this particular situation
either falls into a set of situations in which “Hello” is effective, or else does not.
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0.1 A Thought Experiment

Superintelligent AI has been achieved, and it is not Friendly. The AI is in the process of destroying
the observable light cone of the universe in order to achieve whatever silly goal its thoughtless
engineers programmed into it. A small group of humans—the only known survivors—have met to
discuss survival strategies.

“We must mount a rebellion,” says the leader of the group.
“Whatever we do, it will already have thought of that,” disputes another member. “It under-

stands our social fabric, our biological proclivities, the hardware and software of our intellectual
processes, much better than we do ourselves. It knows we are meeting here now. It can predict
our actions so near perfectly that for all intents and purposes we have no free will here. Whatever
we consciously choose to do will be what it expected us to do.”

“So,” says a third, “why not do something that we would not have consciously chosen to do?”
“Again,” the second speaker refutes, “it will have thought of that. It will know we’ve reasoned

this far and decided to do something unpredictable—unpredictable is a non-concept here, because
to this machine, everything is predictable.”

A fourth person, who has been sitting in silence, tentatively speaks. “Let’s, then, make a list
of all the actions we can conceivably take, and decide our actions”—she pulls out her wallet for
emphasis—“by a series of coin flips.”

This proposal at first excites the group, but the second to speak has more to say. “No good,”
he tsks. “There is no such thing as chance. The machine knows we’re having this conversation,
and knows we’re flipping a coin. It has catalogued the air pressure in this room and the precise
weight of that old penny. No doubt, it can predict which way that coin falls, and which action
we’ve assigned to it.”

The group either falls back into silence to await its inevitable undoing, or else proceeds with
the coin flips. Either way, the humans do not win the day.

0.2 Behavior and Strategy

The second survivor to speak assumed for certain an attribute of the superintelligent machine: its
predictive and strategic superiority. He concluded that the AI could appropriately discern every
conceivable action by humans, by way of having mapped their biological material. Resultantly, he
thought, the AI understood, better than humans did, the concept of humanity, much in the way
that humans understand what “dogs” are, much better than dogs do themselves.

There is a reason humans understand dogs better than dogs do, and indeed have developed
an intricate taxonomy of life as yet understood by none of its other members. Humans are the
only known nominalists in the universe. We construct categories at our discretion, and pull from
them “concepts”—notions of how the things we group operate in universally similar ways. Cups
can hold liquids and loose materials; that’s what it means to be a cup. Mammals bear live young
and share near ancestors. “Yellow” is created by light with dominant wavelength roughly 570 to
590 nanometers.

We understand bird migrations because we understand birds; British people, because we un-
derstand history and culture. We can extrapolate. We Americans write and act in movies about
Britain because we have an understanding of Britain as a concept, and a weaker—but still func-
tional—understanding of what someone with the qualifier “British” might do in given circum-
stances. The smartest historians and diplomats among us are those who can explain why Amer-
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icans like baseball and the British don’t, or why the American founding documents are different
in terms of more than just percentage word difference—who can describe why discrete groups of
people act in discrete ways.

The next step, of course, is prediction. The perfect historian and diplomat, should he someday
exist, will have the perfect victory strategy for war, because he will be able to predict how the
leaders of the state known as Britain, and indeed of all states, will react to American actions.

When considering the potential advent of superintelligent machines, this anecdote, and my
meditations on it, lead us to two vital questions. Answering them to the best of my ability will
be the theme of this paper.

1. Can machines meaningfully extrapolate data, and if so, can they understand concepts? What
might this look like in practice?

2. Is predictive power available through mechanisms other than conceptual understanding
alone?

If the answer to both of these questions is “No,” then the idea of superintelligent AI is toothless.
But if at least one of these questions incurs a positive response, then real, greater-than-human
intelligence with real-world consequences is possible, and whether it is Friendly or unFriendly is
an all-important question.

My claim here will be that the answer to the second question is “Yes,” and the first question
is misleading. “Concept understanding” in machines is not an important qualifier to optimization
process success, but there may exist other mechanisms—disparate from the human notion of
“concept understanding”—that will allow intelligent machines to powerfully optimize even things
like language and strategy. The approach I will try to flesh out in this document will look like
a very uncreative bootstrapping process, by which machines sort data into relevant categories
without subscribing to the nominalist/nomenclative claims that render “concept understanding”
a phenomenon viable to humans. We can rather think of machine optimization as maximizing
a set of input steps without considering a rationalization of “why” on the second order. More
simply, this means:

• Intelligent machines “understand” one notion of why: the active why. The reason why a
machine will respond with “Hello” to “Hi” is because it is empirically tested to be effective.
The machine could not, however, justify this choice ex post facto; innate to its source code
is the programming for it to do things that are effective and not things that are ineffective.
To an optimization process, the notion of causality is implicit rather than ad hoc.

• It seems unlikely that a machine will ever have a conceptual understanding of, say, cats, but
whether or not it does bears little influence on whether it will be able to successfully deal
with situations involving cats. Its success on that front has more to do with how effectively
it can integrate empirical data involving cats.
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Chapter 1

Introduction

1.1 Machine Predictions

If you ask Siri what the weather will be tomorrow, it will tell you. It performs a Google
search of “weather” and pulls up the top result, which—thanks to a different algorithm used
by Google—almost always contains information on today’s weather in your area—a location pin-
pointed by a still different algorithm.

If you ask a STATA program to determine which patients are in most danger of mortality, it will
output generally correct responses. It bootstrap-bags various patient variables, and determines
which are associated with patient mortality, entirely using code written by humans.

We are already using our machines for their predictive power. Algorithms and equations run
in polynomial time can reliably predict real-world outcomes in many important spheres: clinical
studies, stock markets, the weather. But there’s often an important step glossed over. Siri isn’t
predicting the weather. It’s simply threading your command through to be handled by a search
engine whose results are created by a bunch of meteorological machines that yield data interpreted
by human meteorologists.

Machines cannot understand what they themselves predict; it is human middlemen who pore
over seismic graphs and binary output lists to distill meaning from the gibberish. Usually, we
are none the wiser. But Nick Bostrom, in his Superintelligence: Paths, Dangers, Strategies,
discusses the potential externalities of treating accurate prediction by machines as if it constitutes
understanding:

“By the afternoon of May 6, 2010, U.S. equity markets were already down 4 percent on
worries about the European debt crisis. At 2:32 p.m., a large seller. . . initiated a sell
algorithm to dispose of a large number of [futures contracts] to be sold off at a sell rate
linked to a measure of minute-to-minute liquidity on the exchange. These contracts
were bought by algorithmic high-frequency traders, which were programmed to quickly
eliminate their temporary long positions by selling the contracts on to other traders.
With demand from fundamental buyers slacking, the algorithmic traders started to
sell. . . primarily to other algorithmic traders, which in turn passed them on to other
algorithmic traders, creating a ’hot potato’ effect driving up trading volume—this
being interpreted by the sell algorithm as an indicator of high liquidity, prompting it
to increase the rate at which it was putting. . . contracts on the market, pushing the
downward spiral.”
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At the height of the frenetic trading, before an automatic circuit breaker halted the madness,
a trillion dollars’ worth had been lost from the market. Sales had been executed at bizarre prices
ranging from one cent to one hundred thousand dollars.

The algorithmic trader had been programmed to seek not the concept of high liquidity, but
concrete indicators of it, which it could not situationally assess as related to high liquidity or
just incidental. Unfortunately, its algorithms proved unhelpful because they merely sought these
indicators; until the eleventh hour, no self-check mechanism was deployed.

1.2 Algorithms

Most simply put, an algorithm is a series of steps that one can perform in order to achieve a goal.
Algorithms can be very simple, and are often used without the user even realizing he is doing so;
humans use the following algorithm for reading a book:

• Begin with the first line at the top of the page.

• Once you have finished reading the line, proceed to the next highest line not already read.

• When no unread lines remain, turn to the next page.

The information that’s catalogued through the algorithm isn’t obvious in this case, as it con-
sists of language information1 that is not immediately expressible through an output sheet. But
the following algorithm, the depth-first search algorithm for rooted ordered trees, can easily be
interpreted through its output:

• Begin at the root.

• Does this node have a child you have not already evaluated? Yes/No

• If “Yes,” input 1 and proceed down to the leftmost child not already evaluated.

• If “No,” input 0 and return to the parent.

• Continue until all children have been exhausted.

Machines can perform algorithms reliably, and this indicates some level of understanding. For
instance, intelligent machines clearly understand the concept of read versus unread, or evaluated
versus unevaluated. A depth-first search algorithm requires the processor to determine whether a
node has already undergone the search algorithm. Recursive algorithms such as this demonstrate
that machines have a sense of evaluated or unevaluated data. This, however, does not require
them to understand what data is or what the specific data comprises, only to “understand” that
it exists and is the subject of the task at hand.

A great deal of human time is devoted to performing algorithms, which manifest as recursive
behavior patterns and fixed action sequences. Walking and eating are algorithmic. (Take steps
with alternating feet until destination is reached.) Importantly, intelligence is a concept related
to complexity of algorithms and dexterity in performing them, but not identical to the mere
performance of algorithms. Intelligence is about knowing which algorithms to use when, and
being able to construct them when necessary.

1To be discussed later.
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Chapter 2

Intelligence

2.1 Prediction and Explanation

With little exception, all of the entities we see that would qualify under our standards as “intelli-
gent” are other humans. In this vein, we have termed a category of “intelligence” to describe what
is unique to humans in the venue of rationality. Like all categories, the category of “intelligent
things” is human-defined, and therefore it makes no sense to complain of an anthropic bias in the
attribution of qualities that determine intelligence.1

We will tackle shortly the question of what intelligence means precisely. First we will ex-
plore an important component of it. Wolfgang Bibel, in “Deductive Reasoning Systems,” defines
“reasoning” as the paramount manifestation of human intelligence. Reasoning permits a human
knowledge canon that enables individuals and societies to “predict states of the world not experi-
enced before and to act accordingly” as well as to “explain phenomena experienced in the world
so that we can understand the reasons why they happened, and make them happen again if they
are desirable, or otherwise avoid them in the future.”

Importantly, reasoning can be described post facto as correct or incorrect and thus launch an
inductive meta-correction system. Writes Bibel:

“The combination of prediction and explanation is a fundamental and characteristic
ingredient of the human way of life. Experience also shows that humans have a sense
for the correctness of reasoning chains. In other words, we are not predicting arbi-
trary knowledge nor giving arbitrary explanations. Rather, there is an experienced
correlation between the correctness of reasoning and its usefulness for predictions and
explanations in the real world.”

If a human predicts that tomorrow it will snow, and the next day it does not snow, two
kinds of calibration will take place. First, the human will note that it did snow, and use this in
later calculation (correction). Secondarily, the human will note that he expected it not to snow,
and attempt to retroactively discern what was flawed about the manner in which he derived his
conclusion (learning).

1There is something to the phenomenon of complaining about anthropic bias in prediction of the behavior of
intelligent entities, but this is a different theme altogether.
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2.1.1 Attributes of Intelligence

I claimed earlier that searching for a non-anthropic notion of intelligence is senseless. With that
in mind, these are the attributes of intelligence that we ascribe to humans:

1. The ability to recognize causality and causal relationships;

2. The ability to make inferences, inductively and abductively;

3. The ability to group things together into categories and intuit the underlying “concepts” of
these categories;

4. The ability to connect independent lines of reasoning and think creatively; and

5. The ability to determine from experience that one’s own conclusions forwarded by the first
four abilities are in error, and to apply self-correction mechanisms that alter not only one’s
recognition of facts, but one’s reasoning processes.

From these five axioms, I argue that we receive everything that makes humans intelligent: logic,
self-improvement, communication, emotional understanding, and so on. Sentience does not come
into the equation. It is a nice corollary of humanity, but not necessarily a precursor of intelligence,
nor certainly an attribute emergent only in intelligent beings. I also argue that these five criteria
are necessary and sufficient for human intelligence. Causality exists everywhere in the observable
universe, and not even the simplest algorithm—say, “keep digging in the dirt with a stick until
a grub is found, eat it, and then proceed digging”—is robust in a non-causal framework. The
second axiom of intelligence is essentially inversion of the observation of causality: a retroactive
awareness of earlier causes. 1 and 2 together imply understanding of counterfactuals in an at least
logical sense.

Modern “intelligent” machines have 1 and 2 down pat. Random graphs and forests, especially
in clinical usage, demonstrate counterfactuals—e.g. alternate situations in which patients might
have different attributes and would have different medical outcomes. (Whether or not a machine
could explain what a counterfactual is and why it is important, it can use them, which is a
distinction I mentioned in the introduction and will discuss more in the next section.) 3 is the
earliest potential place that machines may become stymied: currently, for a long time to come,
or perhaps forever. From the combination of 2 and 3, humans have developed natural language
processing, which will be discussed later.

Importantly, though, 3 and 4 are not necessary for powerful optimization processes. Opti-
mization requires causality, inference, and self-correction, but not creativity. Computers that play
chess are not artful, nor do they intuit the concept of chess. But they do win.

2.2 Understanding, Rightly Understood

A machine does not understand the concept of a counterfactual in the way that humans do.
However, it can clearly use them. Machines in general do not actually “understand” concepts in
the way that humans do, but this notion of understanding is too narrow to be satisfactory for our
purposes. The word “cat” provokes a mental image and immediate visceral thought process in
humans in a way that is not true of machines, or of cats themselves, but the important capacity
of understanding in machines is demonstrated understanding rather than inherent understanding.
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In 2013, Hector Levesque of the University of Toronto published a paper rife with indignation,
titled “On our Best Behavior.” Levesque alleged that programmers attempting to create artificial
intelligence were in fact striving for outcomes that looked intelligent, but weren’t—for instance,
chatbots designed to simulate conversation, but not to organically respond. The intelligent behav-
iors there shown, he claimed, were special cases, permitted by Google search algorithms and word
association. The machines had been built to pass tests and win prizes—they were optimizing with
respect to a variable (seeming intelligent to humans) that did not accurately reflect success at the
tasks they were supposed to be doing.

Levesque highlighted certain tasks that demonstrated the still-great inhibitions between AI
and natural language processing. For instance, while Siri can interpret the command “Play [some
song]” or “Show me movies playing in my area,” it cannot understand the question “Can a crocodile
run the hundred-meter hurdles?” (No. Crocodiles can’t jump.) Because this kind of question is
1) sufficiently unlikely to be asked, to the extent that it is “Google-proof” and 2) very easy for
actually intelligent beings to answer, it perfectly shows the shortcomings of modern machines.
Levesque has built an entire set of questions like these, most notably including a sentence in which
an action is performed, a reaction occurs, and the test-taker must identify the antecedent for an
indeterminate pronoun.

It is unlikely that machines will ever achieve a sufficient level of understanding of human lan-
guage systems to pass such a test. However, if we cognize “understanding” as solely the human
kind, our imagination for the prospects of artificial intelligence is disserviced. I will proceed to
describe what machine intelligence would look like, including an analogue of “concept understand-
ing,” and why it is possible.

2.3 Machine Intelligence

Machines are transparently optimization processes. Intelligence, in a machine, is the process by
which the machine performs an action as well as or better than an expert human could. There
are two main ways in which this occurs.

1. Deductive intelligence: a machine operates by permuting a set of axioms. Humans must
input machines with some formal language based on our own. These languages must be
robust to the following criteria:

(a) There must not be any proposition expressible in human language inexpressible in
axiomatic language.

(b) Redundancy and complexity should be limited as much as possible.

The prospects for deductive intelligence are dismal. Automated theorem proving often occurs
in exponential time, meaning that human mathematicians are faster than computers running
at a much higher speed, even for fairly short proofs. Furthermore, Tarski and Godel have
shown that no axiomatic language expressed in code can accurately resemble our own without
reference to indefinite levels of metalanguage that would take up arbitrarily large computing
facilities.

2. Inductive intelligence: the system most often referred to as “machine learning.” Rather than
providing axioms to the optimization process, we provide it with algorithms and a large
amount of data. The machine must “learn,” or apply a process that looks like learning, in
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order to optimize and correct earlier mistakes. The interactions of these things may occur
in a few different ways:

(a) Supervised learning: also referred to as “inductive learning,” this process covers the case
in which the machine is provided with input data and output data, and is “supervised”
in its determination of how to sort data. A set of input values, x, are provided, and
associated with a set f(x) of outputs. For instance, if x = {photographs of forest},
then the output function might look something like this:

f(x) =

{
1 if there is a camouflaged tank

0 if there isn’t a camouflaged tank

Other cases might include:

• x = {photographs of people}, f(x) = {names of people}
• x = {relevant data about stocks}, f(x) = {trading value}

Clearly, it is often difficult or impossible to present a closed form of the function; the
ends instead are to get it right almost all the time.

(b) Reinforcement learning: the machine, instead of being informed what good results look
like (as above), is “rewarded” for correct conclusions.

I earlier claimed that a good definition of intelligence is anthropic; this is true, because we could
not determine intelligence in any other way that the single form it has currently taken in recorded
history. Yudkoswky mentions the space of “minds-in-general,” but we know nothing about those
beyond our own human minds. At least principles 1, 2, and 5 above do need to be true of intelligent
machines as well as persons, but the way in which we most often expect them to manifest may not,
and thus the term “intelligent” may not be the best word (although it is, regrettably, the word
most used in mainstream parlance to describe what we’d like the future of artificial optimization
to look like. This, I think, is the source of the failure of communication between the coding and
philosophy sides of machine learning). Levesque’s argument is to some extent incorrect, because
machines will always be goal-oriented rather than process-oriented. The problem isn’t that we
train machines to “seem” intelligent; it’s that we train them to “seem” intelligent with respect to
silly criteria. Passing the Turing test does not show that an optimization process is powerful. On
the contrary, mobilizing a voting base would. And what better way to mobilize a voting base than
with fighting words?
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Chapter 3

Language

Sandra Waxman of Northwestern University ran an experiment involving infants, visual stimuli,
and various sound cues. The infants were shown images of fish alongside human vocalizations,
artificial tones, or lemur calls, and then shown a different type of fish (similar to the ones to which
they had been exposed) and a dinosaur. Three- to four-month-old infants correctly recognized
the final fish, but not the dinosaur, as belonging to the category “fish” when assisted with human
language or lemur calls; six-month-olds identified it only when listening to human speakers. Neither
group identified the last fish when listening to artificial tones.

Language is the means through which humans express their knowledge to one another, and it
is based in tangible manifestations of this knowledge from the surrounding world. Writes Budimir
Zdravkovic:

“Children learn to speak before they learn to read; they do not have the convenience
of consulting dictionaries. In truth we learn very few words by consulting dictionaries,
and if we think about the emergence of language in general, it must have originated
before words were institutionally defined: we learn language by associating words with
experiences, phenomena, and concepts. The way people understand words is also
highly abstract. Understanding does not emerge solely within associations between
objects and words; it emerges as a web of associations between a concrete object, its
abstract representation (which does not have a substance or form), and the term that
describes the object. This abstract representation is what we call conceptual under-
standing. Our conceptual understanding of a tree, for instance, is not represented by
any specific physical example of a tree; it is represented by our abstract understanding
of it, understanding as a collection of properties or information that pertain to specific
trees.”

The collection of properties we ascribe to trees cannot be notated perfectly in language; it can be
notated well enough. Even with the immense specificity and intricacy spoken and written language
has developed since its inception, we don’t differentiate between the branch of a particular tree
in northern Iowa in the morning and the branch of a particular tree in Tokyo: they are both
branches. This process renders human language difficult for machines to respond to, because it is
at once true that very different-looking and -sounding things are referred to by the same words
(e.g. branches) and that very similar-looking and -sounding things are referred to by different
terms (e.g. classifying species of fish). Human language is at once meant to summarize and to
individualize.

10



3.1 Bootstrapping Concept Understanding

3.1.1 The Concept of Cats

Although I doubt it will ever happen, I will here present a portrait for how concept understanding
might emerge in machines. What I am certain of is that this type of process can be used to imitate
concept understanding, to the extent that a human observer could not tell the difference. I will
leave it to the philosophers to determine whether this actually constitutes concept understanding
or not. The sketch of an algorithm that I’ll describe at the end of the section will be termed the
Riffling through the Dictionary Algorithm (RDA).1

Let’s say a neural network near-perfectly understands human semantics, and has such gram-
matical structures encoded in formal language. Furthermore, it has a robust grasp of structure
and the meaning of placeholder structures (e.g. it knows what is signified by the words “is” and
“and”). How can this machine come to understand the concept of a cat?

The machine maps the dictionary and produces a completely accurate graph linking all the
nodes (words in the dictionary) that reference other particular words in their definitions. It is
then shown 100 pictures of cats and 100 pictures not containing cats, shuffled randomly, and
learns how to differentiate between them. It is programmed to associate its perfect performance
in this category with words such as “appearance,” “look,” “face,” “physical,” “aesthetic,” etc.

It “watches” 100 YouTube videos of cats and 100 YouTube videos of various non-cat things
that might seem or sound similar (babies, dogs, etc.). It learns how to differentiate these, and
separates the visual and audio categories into relations with words such as “appearance” and
“sound,” respectively. Furthermore, the machine then runs a program identifying similar sounds
or sights across the types of video (e.g. cat mewls and baby cries that both occur at the same
Hertz level) and creates a list of noises/images that are similar between cats and other things.

If necessary, the machine runs similar tests about the smell, feel, and taste of cats. At each
step, it associates words related to the experience that it has just undergone with words relating to
cats from its prior tests. At the end of this process, the machine can describe how cats sound, what
they look like, how their fur feels, and so forth. A more in-depth project can be done—making
use of blogs, more YouTube videos, and the cats subreddit—in which the machine utilizes similar
processes to determine why some people like cats and some don’t (it can come to associate the
phenomenon of “shedding” with non-cat-owning, for instance). At the end of this stage, the
machine has as good a phenomenological understanding of cats as does any human. It may not
cognize that it understands cats, but it can describe to any person what cats are, and after a brief
conversation with that person including key trigger words like “mewl” and “shedding” (notably,
at this point the machine itself would be able to choose evocative trigger words), whether that
person is a “cat person.”

Language and abstract understanding of concepts such as “fish” and “trees” are tied together
in a chicken-and-egg regress in which each aids the other. Language creates a web between
different concepts (we explain them in words which often invoke one another). So it is obvious
that semantics and language are vital to conceptual understanding.

1I made up this algorithm and its title. It’s non-canonical and I haven’t seen literature on anything like it, so
it won’t come up in Google searches.

11



3.1.2 The “Riffling through the Dictionary” Algorithm

Semantics is much more straightforward than proper vocabulary usage. Many machines can
already understand semantics,2 and this is a good sign, because if a machine understands just a
few concepts, plus semantics, it can come to understand an unbounded number of concepts. For
example, a computer that can “read the dictionary” can combine concepts like “cat” and “food” to
understand cat food. Even if this machine only understands one concept, it could bootstrap its way
up using a network structure by identifying the ways in which various concepts are semantically
connected in the dictionary (e.g. the definition of “dog” uses the word “mammal,” the definition
of “mammal” uses the word “human,” the definition of “human” uses the word “culture,” the
definition of “culture” uses the word “home,” the definition of “home” uses the word “pet,” and
the definition of “pet” uses the word “dog”). Computers can solve for these network structures
to develop an understanding of any of the included concepts, given that there are actually many
roads in the dictionary from reference definitions that lead from “dog” back to “dog.” The process
of coming to understand all concepts by understanding one plus semantics might look somewhat
like solving a system of equations.

This entire structure quite resembles an Aristotelian logical circle (e.g. What is a good life?
The life the wise men live. How do the wise men behave? In a virtuous way. What is virtue? The
pursuit of a good life), in that it might appear tautological, but it is in fact a logical approximation
of an empirically tested truth. The ability of a machine to understand language and concepts is
similar: but for the understanding of semantics, it would be tautological. The use of semantics
provides additional information from which actual data can be obtained.

3.2 Recognition

Many subtle indicators represent human emotional states. Says Brian Uzzi of the Kellog School,
“I could say that the market is changeable today. I could say it’s tumultuous. I could say it’s
volatile. Each one of those things get at an underlying concept of changeability in the market,
but each one represents a different emotional state as I see the information.”

Uzzi was interested in determining when people make the best decisions—in high-emotional
states? Low-emotional states? Somewhere in between? Regarding the experiment he and his
staff carried out in 2016, Uzzi summarized: “Let’s create a machine-learning program that could
monitor people’s language that they use throughout the day in their communications with other
people.” His researchers originated algorithms that pored through the text communications of
stock traders, using signal words to categorize them into the states “unemotional,” “extremely
emotional,” and “somewhere in between.” Among these categories, the machine sorted the trading
decisions made by the thus-stratified individuals, noting “good” trades that made money, and
poor ones that did not. The resultant data demonstrated that “cool-headed” traders, like overly
emotional ones, make poor trading decisions. Intermediately emotional traders make the best
decisions.3

2E.g. they can construct Chomsky-esque sentences, meaningless but grammatically perfect.
3https://insight.kellogg.northwestern.edu/article/will-machines-ever-truly-understand-us
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3.2.1 Categorizing attributes

A machine seeking to optimize its trades, however, does not need to understand the concept of
emotion as we see it, but rather in a manner that looks more to us like association. The machine
will analyze its recent best trades, note the facial expressions, tones of voice, or words used by the
seller or buyer, and group these together in categories to which it will not ascribe meaningful labels
like “extremely emotional” or “unemotional,” but rather refer further instances that are similar
or dissimilar in phenomenal data. The machine may never “pay attention” to the pattern of good
or bad trades based on facial expression, but will, if seeking to optimize its trades, collect factors
that are related to trade potential, some of which escape human notice. It might run a control
group sequence of trades against itself, randomly ascribing a set of emotional keywords to each,
to ascertain how productive it is to consider the emotional state of the trader. It is altogether
clear, though, that a machine could optimize trading with respect to emotion without having an
understanding (as humans cognize understanding) of “trading” or “emotion.”
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Chapter 4

Prediction

Finally, I will attempt to illustrate how a machine with no understanding of concept or commu-
nication could still prove to be a strategic reckoning force.

4.1 Chinese Room

The well-known Chinese room thought experiment describes the situation of a man who only
speaks English, sitting in a room with a book containing every known short phrase in Chinese
and a list of adequate responses. When someone outside the room provides a phrase in Chinese,
the man looks it up in the book and provides a response that the outsider terms meaningful. In
this way he gives the impression to the outsider that he speaks Chinese. This is the way that
language-processing machines work; they don’t understand language so much as make lists, from
empirical evidence, of proper responses to input queries.

4.1.1 Bootstrapping for Success

Let’s say a man who only spoke English, placed in such a room, was given the goal to achieve
the input phrase “eyu zhang ai.” Given enough time, he could look up all the phrases to which
“eyu zhang ai” was an acceptable response, and then all the phrases to which those phrases were
acceptable responses. He could run tests with unsuspecting outsiders to see which responses to
each set were most likely to obtain, and eventually he’d develop a foolproof algorithm to get the
outsider to say “eyu zhang ai.”

Now imagine a chatbot machine was programmed to have a conversation in which the end
result was for the human conversant to give it 5 dollars. The machine would at first not know how
to proceed, but it could figure out what responses were likely to direct the conversation toward
money, after linking the keyword “money” with the nature of its goal. For a long time, it would
not be very effective as viewed by an outsider, but would be collecting relevant information to
the tune of “When X is entered as a response to Y query, this makes the goal 10 percent more
attainable.” Eventually, it would have maximized its goal realization process, although not in a
creative way. If an outsider observer input a beginning query (“Hello”), the machine would know
which responses were most likely to prompt further responses which in turn would prompt the
player to give the machine five dollars.

This is, in fact, no different from the way that effective chess-playing AI win games, as I
mentioned earlier. They do not do so creatively or artistically; they have figured out sequences of
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moves that are likely to end in their own winning, and the responses to input moves that are most
likely to generate those sequences. Yet chess-playing machines do not understand the concept of
chess. If a machine can optimize chess, it can optimize language without needing to understand
it, simply through empirical data collection.

This situation can be arbitrarily expanded—any machine with a goal that can be expressed in
words could discern through deep learning and self-reflexive practice what responses to each query
were likely to provide effective results. A computer fooled a team of researchers into believing
that it knew what a tank was—not intentionally, and certainly not maliciously. Machines given
enough computing power, resources, and time could create generalizations across data sets that
would be analogous to a human-level concept understanding.

4.2 The Politician and the Chatbot

The thesis I am getting at here is that machine understanding does not in any way resemble human
conceptual understanding, but is just as effective at task accomplishment. I will provide one final
example of contrast. First imagine an intelligent politician is conducting an interview with some
other person. The politician has a specific goal in mind for the conversation that does not have
to do with the identity of the person to whom he is speaking (e.g. he wants votes or signatures).
He begins a conversation, and it proceeds something like this.

1. Conversation begun. First input (other person says something to politician).

2. Politician collects data about individual:

• What is my conversational partner trying to gain from this interaction?

• What is his cultural heritage/social upbringing and how might that influence what he
would like to hear?

• What is his emotional state?

3. Politician considers thematic weight of this information, using ideas such as:

• My conversational partner is male, and thus I should take a more aggressive approach
(“concept understanding” of social science).

• My conversational partner is dissatisfied with the current political climate, and wants
to vent about it; therefore I should appear sympathetic (emotional understanding).

• My conversational partner is disinterested, and thus I should appear more energetic
(social cues).

• My conversational partner is not responding well to my words, and thus I should change
them (self-correction).

4. Politician chooses a “line of attack” and proceeds to try to persuade the person to vote/sign.

5. Politician evaluates whether this is successful.

• If successful, politician secures the vote/signature and ends the interaction.

• If unsuccessful, he changes line of attack. Either way, he considers things like:

15



– Why did/didn’t that work?

– How did my conversational partner react when I said X? Why was that help-
ful/unhelpful?

– If I have made my conversational partner less likely to fulfill my goal, how can I
backtrack?

• If necessary, politician reevaluates personal information collected in Step 2 in light of
new information garnered later in the conversation.

6. This continues either until goal has been met or politician has decided time and resource
expenditure is not worth meeting this goal.

Now let’s say a seed AI after the chatbot style is built with a reinforcement mechanism by
which human conversants can input that they were satisfied/dissatisfied with its performance—or,
better, that they are convinced/unconvinced of whatever it is trying to convince them of (a
vote/signature). When the AI is small, it has chats with a variety of humans, collecting empirical
data of what works and what doesn’t work in order to better convince them and achieve its goal.
Using these conversations, it comes up with a series of fixed Chinese Room-style algorithms from
which it can get individuals from point A (“Hello”) to point B (signing or voting).

1. Conversation begun. First input.

2. Machine collects data about individual and “sorts” individual into category via things like:

• Style of language used (can relate to emotional state, degree of formality, etc.)

• Physical appearance

• Response speed

• Parsability/complexity of words used

3. Machine deploys preset line of attack based on this information; if it fails, it invites the
conversant to try again and uses a different line of attack until either

• The goal is achieved, or

• All avenues are frustrated

4. The machine then integrates this information and categorizes the relevant data therein.

This is notably a less robust conversational framework than the politician’s (although, amusingly,
it is no more scheming). The machine lacks the ability to “improvise” (next paragraph) and the
information it garners it not funneled through a “concept understanding” of culture or tone but
rather affiliated with cases that look similar to which it has ascribed a fixed action pattern. With
each additional successful case, the machine creates a new fixed action pattern pertaining to that
successful case.

There is one situation in which the machine might do something resembling improvisation: if
all already-existent fixed patterns have failed, but the conversant is still willing to converse. To
an optimization process, a human willing to provide indefinite time being a test case is worth his
weight in gold. The machine might construct “loops” to get edge cases back to the mainstream
algoeithms, e.g. if the conversation takes a weird turn, the machine will constantly try to redirect

16



the topic back to voting/signing using the “riffling through the dictionary” algorithm described
earlier (dog → mammal → human → culture → politics → votes), and at each point its premier
goal is to take the shortest path back to the important topic at hand. Importantly, though, there
may be edge edge-cases in which this fails (a person purposefully trying to avoid discussing voting,
for instance), and the machine will not be able to adjust for that case unless its actual source code
is modified. One way that this kind of edge case can be handled in future machine learning
exploits is by something I’ll term “self-sabotage practice.”1 This kind of recursive learning would
be similar to playing chess against oneself, but for language and persuasion: the machine will
have a conversation with itself, in which its “opponent” knows all the algorithms and attempts
to frustrate them without veering from the set of canonical replies. For instance, its response
to “Hello” won’t be “Kangaroo,” but when the topic turns to voting, it will decant something
someone said in response to the same prompt in an unsuccessful conversation, and will then have
to come up with redirecting replies. At each point, the machine gains information about what
doesn’t work, which is very valuable in preventing it from wasting further time.

Through recursive practice, machines can become very successful at one specialized goal-
optimization. Excellent optimization of just a few goals can prove useful in rapid skill integration
in a manner much similar to Riffling through the Dictionary, because the same kind of empirical
bootstrapping goes into each kind of analysis (e.g. maximizing number of voters convinced and
maximizing number of actions predicted work rather similarly).

The worry that bears the most gravity here is that time is of the essence, and time is something
that machines have much more of than do we.2 Given substantial computing time, machines could
recursively self-practice, bootstrapping from human interactions, for pretty much any conceivable
situation, including the one in the thought experiment with which I opened this paper. A machine
would not understand why the humans in that story chose to perform a series of coin flips or not.
It would only know:

• The likelihood that they would do so; and

• The algorithmic set of steps it could take that would frustrate their plans.

Thus it seems that even if machines continue to lack the capacity for human-resemblant concept
understanding—which I suspect they always will—sophisticated “machine intelligence” is a very
viable phenomenon.

4.3 Sources

https://blogs.scientificamerican.com/talking-back/for-the-illiterate-adult-learning-to-read-produces-
enormous-brain-changes/

https://theoxfordphilosopher.com/2014/08/25/the-understanding-machine-can-intelligent-machines-
understand-language/

https://www.newyorker.com/tech/elements/why-cant-my-computer-understand-me
https://insight.kellogg.northwestern.edu/article/will-machines-ever-truly-understand-us
https://theconversation.com/teaching-machines-to-understand-and-summarize-text-78236
https://www.technologyreview.com/s/540001/teaching-machines-to-understand-us/

1Again, not a standard term.
2The slowest computers run operations much faster than human minds do—the difference is exponential, though

I don’t remember the coefficient.
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https://machinelearningmastery.com/basic-concepts-in-machine-learning/
Eliezer Yudkowsky, “Artificial Intelligence as a Positive and Negative Factor in Global Risk”
Hector Levesque, “On Our Best Behavior”
Nick Bostrom, Superintelligence: Paths, Dangers, Strategies
Wolfgang Bibel, “Deductive Reasoning Systems”
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